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Abstract


Some models of formal (e.g., as opposed to the informal PGP-style) certification systems embody a notion that only a few certificates will be issued to a user to represent that user in interactions with many different applications (services).  However, establishing certification authorities (CAs) that issue certificates to represent a user in many different contexts and satisfy different security requirements, has proven difficult. Operating a generic, public CA service requires balancing liability concerns, acceptable cost models, levels of authentication assurance, and name space issues. 


Another approach to certification is motivated by the observation that individuals have many existing relationships with various organizations.  This approach leverages the existing databases maintained by organizations to track employees, customers, members, etc. Certificates issued by organizations not for general use, but focused on a specific application context, avoid many of the problems facing generic, public CAs.  For example, liability can be well understood because the certificate is bounded in its use. The level of assurance for authentication is determined solely by the issuer, in the context of the application, and the issuer's database provides data associated with the subject that may be used to support on-line registration with fairly high levels of assurance.  Naming problems disappear because each subject is already assigned a unique name in the issuer's database.


 “Traditional” Certification Models


Several models of certification have been put forth over the last 8 years, including the basic X.509 model [CCITT], the Internet PEM model  [Kent] (based on X.509 v1 certificates and CRLs), and the PGP web of trust [Garfinkel].  The (1988) X.509 model is the oldest of these models, with PEM and PGP following more or less in parallel.  However, the extensive revisions to X.509  (v3) [ITU] have allowed X.509  to regain the lead in terms of the sophistication of the certification systems that can be constructed.  The following subsections briefly describe the salient features of each of these models.


X.509 (version 1)


The basic X.509 model embraced directory distinguished names (DNs) as the essence of identification.  Popular myth, occasionally reinforced by poor scholarship in publications, holds that X.509 calls for a singly-rooted tree structure for its certification graph; this is not true.  Rather, the X.509 standard incorporates examples of mesh structured certification graphs, and includes notions of both forward and reverse certificates, as well as cross-certificates�.  The confusion about the certification graphs encompassed by X.509 probably arises from the fact that X.509 is based on the X.500 naming model and that model is represented by a singly-rooted tree. Certification graphs mapped onto the directory tree are potentially arbitrary in structure.  In practice, though, most systems constructed using X.509 certificates have a strong hierarchic flavor.  Figure 1 illustrates an X.509 certification graph. (The graph in this figure employs standard ITU two-letter abbreviations for country codes, and U.S. postal abbreviations for state/province names. Other acronyms refer to well-known government and academic institutions, and to the author’s employer.)
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Figure 1: X.509 Certification Example


The first version of X.509 lacked several critical features necessary to support a practical certification system.  For example, it is unrealistic to assume uniformity of assurance in the issuance of certificates, yet there were no syntactic means of identifying the policy under which certificates were issued.  Thus a user of a certificate had no standard way to determine such properties as the level of assurance employed in verifying the accuracy of the identification data within the certificate.  There were no syntactic means to limit the extent of cross-certification.  Unbounded cross-certification implies transitive “trust” in the certification system, but trust generally is not a transitive property. There was not even a way to distinguish a user certificate from a CA certificate. Fundamentally, this version of X.509 lacked critical features that would allow an individual or a system administrator to manage certificate path validation in a secure fashion.   These and other limitations motivated the development of the Internet certification model for use with Privacy Enhanced Mail (PEM).


PEM (Internet) Certification


The certification system developed for Privacy Enhanced Mail (PEM) introduced the notion of a singly-rooted tree.  This constraint simplifies certificate validation, e.g., it defines canonical certification paths that can be transported with messages to facilitate recipient validation of an originator’s certificate and the cost to locate and validate any certificate is bounded by the depth of the tree.  The Internet Society, an international, non-profit organization, was selected to be the root of this tree, the Internet PCA Registration Authority (IPRA). CAs forming the second tier of the certification tree were defined as Policy CAs (PCAs), each of which published a certification practices statement�.  The (digitally signed) policy statement informed the community of the policies and procedures implemented by the PCA and subordinate CAs, e.g., the procedures used to validate the identification data bound into certificates issued by PCA and by CAs certified by the PCA.  This convention addressed the lack of provision for policy information in version 1 X.509 certificates.  Figure 2 illustrates the PEM certification graph.
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Figure 2: PEM Certification Example


At the third tier of the Internet certification tree were CAs, both organizational and geopolitical.  At this tier, name subordination was required, i.e., the DN of the CA must be the prefix of the DN of any certificate subject certified by the CA.  This constraint prevents a CA (or a user) in one part of the tree from creating certificates that appear to identify users (or organizations) in other parts of the tree. Name subordination is consistent with real world practices, e.g., company A is not authorized to issue identity credentials for employees of company B.  Cross-certification is not supported in this model; it would be inconsistent at the PCA tier and would violate name subordination at lower tiers.


Although this certification model was not successfully deployed in the Internet, it has been adopted (with very minor changes) by the Defense Message System (DMS), and the broader DoD Multilevel Information System Security Initiative (MISSI) program [MISSI]. In the large, but highly structured environments characteristic of these programs, the structures described above seem to map well to the organizational, administrative models.


The PGP Web of Trust


PGP, in contrast to PEM (and some notions of X.509), adopted a bottom-up, self-centric approach to certification.  In the simplest case, each PGP user is viewed as the root of his own certification tree, creating a “web of trust.”  The web of trust model also includes the notion of a “trusted introducer,” an entity who is trusted to act as an intermediary to extend the scope of the web, much like a CA, but without the formal notions of a CA found in the X.509 and PEM models. PGP includes facilities for (locally) marking certificates with different levels of trust, with the potential to apply algorithms to quantify “trust” as part of evaluating a certification path. This notion of quantitative trust seems unrealistic based on experience with the ability of users to manage data.  Figure 3 illustrates a PGP web of trust.
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Figure 3: PGP Web of Trust Example


The web of trust is an arbitrary graph, and is thus potentially quite difficult to navigate, i.e., locating a target user certificate can be computationally intensive, and thus the system does not scale well.  The cost of validating the chain of certificates between two users is bounded by the diameter of the graph. Revocation is problematic, since a given public key may be signed by multiple introducers.  If one adds quantitative trust metrics to the arcs of the certification graph (a facility PGP supports), the task of finding the “best” (most trusted) path between two users is an NP-complete problem (equivalent to the traveling salesman problem), which argues strongly against the ability of the web of trust to accommodate large user communities. Other, less stringent metrics for trust evaluation are still relatively costly to evaluate [Reiter].


X.509 (version 3)


The latest X.509 revisions (version 3 certificates and version 2 CRLs), add numerous extensions to the basic (version 1) X.509 certificate and CRL formats.  Many of these extensions were motivated by the conventions adopted by PEM, in response to the deficiencies in the version 1 certificates.  Thus the latest version of X.509 “closes the loop” with regard to feedback directed toward refining certification systems.  There are over 20 “standard” extensions defined for version 3 certificates and version 2 CRLs, so only a few of most important of these extensions are described below.


Certification policies now can be explicitly represented via object identifier syntax in the certificates.  There is even a provision for policy “qualifier” data, providing a sort of “fill in the blank” approach for customization if commonly used policies are adopted. Cross-certificates can map between (equivalent but distinctly named) policies of different administrative domains, and can prohibit such mapping further along a certification path. There is explicit syntax for imposing name subordination relative to a CA’s name, without imposing any constraints on the structure of the certification graph (as in PEM).  This feature allows “safe” cross-certification, e.g., by rejecting a certificate issued by a cross-certified CA if it contains a subject name not  subordinate to that CA�.  There also is provision for restricting the length of certification paths below CAs, further enabling a CA to constrain certificate issuance within its jurisdiction.  User and CA certificates are explicitly marked as such, and usage restrictions for the public key contained in a certificate can be specified, e.g., a key can be designated as a signature key or a key encryption key.


A major enhancement to X.509 is the introduction of alternative name formats, so that e-mail addresses, DNS names, IP addresses, etc. can appear as identifiers in certificates.  CRLs have been enhanced to (optionally) express the reason for revocation, to allow splitting CRLs into multiple, smaller parts, and to accommodate incremental CRLs.  These latter features are directed toward controlling the size of CRLs.  There is little experience with CRL management and much concern that CRLs will become very large, especially for processing by simple crypto tokens such as smart cards.  Thus a number of facilities have been introduced to allow a CA to divide a CRL into smaller pieces, to ameliorate this concern.


What Makes for a Good CA?


The notion of a CA is often understood only casually.  Fundamentally, the primary security requirement for a CA is that it accurately bind a collection of attributes to a public key.  Often, the primary attribute bound to a public key is a form of identity, an identity than may be used as an input to an access control or a human-interpreted trust decision.  This naturally raises the question as to what is the basis for a CA’s authority with regard to the name space from which the identifiers in certificates are chosen.


First, it is important to note that no single form of identification is appropriate for all interactions.  Most individuals hold a variety of credentials issued by various organizations and governmental entities.  Examples include employee ID badges, driver’s licenses, social security cards, passports, membership cards, credit cards, etc.  Each form of credential serves to identify an individual in a different context, and most are not interchangeable.  Only some credentials are useful for identification in a broad context; these usually  have the property that they incorporate a picture of the individual and are issued by a government agency (e.g., a passport or driver’s license).  This has significant implications for the sorts of entities that are appropriate to act as CAs in issuing certificates analogous to these real world credentials.


Name information  is often perceived as the most critical attribute within a certificate, but the addition of extensions to X.509 certificates gives rise to a broad range of security-critical attributes.  It often will be critical to ensure the accuracy of many, if not all, of the attributes within a certificate, to avoid possible security breaches.  As the number of attributes in a single certificate increases, two sorts of problems arise.  First, the likelihood is that one of the attributes will become invalid, i.e., no longer be accurate, and thus the certificate will have to be revoked.  Thus effective certificate lifetime is diminished as more attributes are bound into a single certificate.  


Second, it is likely more difficult for a CA to do a good job of vouching for a large list of attributes in a certificate, e.g., there are increased opportunities for management errors and the scope of information for which any one CA is authoritative is limited.  Some have proposed including “non-verified” information, attributes that the CA makes no claim of having verified, in certificates, simply to take advantage of the integrity-protection afforded by the digital signature.  This suggestion is fundamentally counter to the notion of certification and seems a likely source of management-induced vulnerabilities.


Types of CAs


The CAs described below differ in terms of their basis for authority, the name spaces in which they issue certificates, liability limits, and the scope of applicability of certificates issued.  Existing and proposed CAs seem to fall into several categories:


organizationally-empowered


geopolitically-empowered


universally-empowered


liability-empowered (third-party)


proprietary


What’s Good for GM is Good for CAs? 


The first type of CA listed above, an “organizationally empowered” one, is a very easy one to understand, matching closely with practices in the physical world.  Companies issue ID badges to employees, consultants, summer students, custodial staff, etc.  Colleges and universities issue ID cards to their students, faculty, and staff. Professional and honorary societies issue credentials to members.  Thus is it natural for organizations to acts as CAs, issuing credentials to subsidiary organizations (departments, divisions, etc.) and to individuals affiliated with the organizations.  In each case, the organization in question is the definitive authority for attesting to the identity of those who are identified being affiliated with the organization.  X.500 refers to people identified in this fashion as “organizational individuals,” a label that captures the notion of the context-dependent identification.


I’m from the Government and I’m Here to Certify You


Just as organizations are the definitive CAs for those  affiliated with the organizations, so too are geopolitical entities (e.g., federal or state governments) authoritative for individuals and organizations within their purview.  For example, only the U.S. Department of State can issue a passport identifying one as a citizen of the U.S.  The Commonwealth of Massachusetts issues driver’s licenses (and non-license IDs) that serve to identify individuals as residents of Massachusetts.  Geopolitical CAs have a natural role in identifying residents, citizens, etc.


What’s Trust Got to Do with It?


The notion of “trust” is often cited by systems like PGP [Garfinkel] and Policy Maker [Blaze] when describing a user’s acceptance of an entity as a CA.  But this is an inappropriate notion in the context of certification by a definitive authority, such as the examples cited above.  Organizations and government agencies are the only authoritative entities to identify individuals in the contexts of organizational or geopolitical affiliation. Someone could decline to trust BBN to identify the author as an employee, but only BBN is entitled to issue a credential that identifies the author in this context. To not “trust” BBN as a CA in that context suggests that some other entity might be better equipped to identify employees of the corporation, a notion that flies in the face of real world practice.  If organizations and geopolitical entities (e.g., federal, state and local governments) assume the role of CAs for the individuals and organizations for which they already provide authoritative identification, the notion of trust in CAs becomes largely irrelevant (with regard to these CAs).


I’m from a Quasi-Governmental Agency and I’m Here to Certify You


The United States Postal Service (USPS) represents an interesting case, that is not a perfect fit for the geopolitical CA category.  Many people have expressed the opinion that the USPS is well-suited to serve as a CA for what X.500 refers to as residential persons, i.e., individuals identified not in an organizational context but rather by a postal address.  Of course the USPS is not perfect in this regard.  Most of us have probably experienced mis-delivered mail problems and some have been victims of unauthenticated change of address scams, attesting to procedural failures that could result in serious security breaches in a CA context.  Still, the USPS has proposed to enter the CA business and it might well be cited as the authoritative entity in this context, despite being only a quasi-governmental organization.


The Alexander Haig Approach to a PKI


The PEM model proposed a “universally empowered” IPRA; an attempt to establish a world-wide PKI.  The IPRA tried to assert authority for Internet certification when no organization seemed willing to step up to the task.  In retrospect, this was an unrealistic model.  There is no organization that is authoritative for all forms of identity, organizational, geopolitical, etc.  Thus no entity is really universally empowered to act as a CA.  Issues of national and organizational sovereignty effectively preclude the existence of such a CA.  While one might conjecture that the United Nations, or one of its agencies, could act in such a role, there is little reason to believe that the worldwide collection of disparate organizations, much less countries, would place themselves in a position where their ability to certify their affiliates and citizens might be dependent on any third party, even one recognized by treaty.


Trust Me, I’m a Lawyer


Companies such as VeriSign®, CertCo®, and CyberTrust® are examples of “liability empowered” CAs, designed to serve the general public. None of these companies is authoritative for any name space (other than its own).  These CAs are able to vouch for the identity of individuals and organizations only as a result of their own assertions (embodied in certification practice statements) and a willingness to assume liability.  In practice, the level of liability assumed by these public CAs is actually fairly small.  Only by promoting themselves as competent CAs, and by demonstrating competence over time, can these CAs hope to convince large populations that they do, in fact, deserve the “trust” of their users.  Here, the notion of trust, discussed above, is quite applicable, since the CAs in question are not authoritative for the name spaces in which they issue certificates.


It’s My Name Space and I’ll Certify if I Want to


Proprietary CAs own private name spaces and thus are authoritative in ways analogous to organization and geopolitical CAs.  They differ from organizational CAs in several respects, e g., the subjects are clients or customers of the companies issuing the certificates, rather than  employees, students, etc.  Proprietary CAs are discussed in detail later in this paper (see “The Mao Zedong PKI Model”).


VCRs and Certification Paths


One of the greatest challenges of making a certification system both useful and secure lies in structuring the system, and its user interface, so that users and administrators can understand the system.  In the U.S., both personal experience and business practice have demonstrated that the average user is incapable of programming a VCR.  A multi-million industry (e.g., VCRPlus® products) exists solely because the complexity of this task exceeds the grasp of the vast majority of VCR owners!  Any non-trivial certification system holds the potential to exceed the complexity of the aforementioned task by several orders of magnitude.  If a user or an administrator does not fully understand the security implications of a certification system, use of that system is likely to result in unexpected security failures.  Human evaluation of any path that involves more than a few certificates, that crosses administrative boundaries, or that involves almost any extension is problematic.  People don’t deal well with this sort of complexity.


In this context, X.509 v3 certificates are both a blessing and a curse.  Some certificate extensions (e.g., certification policy ID, policy mapping, etc.) facilitate automated evaluation of certificate paths and thus provide a means for users to avoid the complexity inherent in examination of a sequence of certificates.  Proper administration of certificate evaluation engines, through setting of appropriate parameters, could allow users to be exposed to a minimum amount of complexity.  However, the large number of extensions available for use in v3 certificates, and the complexity of some of these extensions, creates a dangerous opportunity for management errors. An error  that allows communication or access that ought to be prohibited, but which does not deny authorized communication, may go undetected for some time.  While extensions allow mesh certification graphs to be constructed without the pitfalls attendant in simple PGP-style systems, the administration of the certificates and the validation rule sets  needed to ensure proper functioning still represents a management vulnerability.  


In contrast, simple, tree-structured certification graphs, especially ones with relatively few levels, are simple to comprehend, and automated evaluation in such systems is simple to manage.  Thus, the certificates from a large number  of CAs, each responsible for a narrow range of authorization, should be easier to manage (correctly) than those from a small number of CAs with complex inter-relationships. This is analogous to the real world situation where we each hold numerous credentials, and we usually find it relatively easy to select the appropriate credential to present.


Certification Policies


Extensions added to X.509 v3 certificates allow a CA to embed information about policies.  In the simplest case, these extensions convey information about the security characteristics associated with certificate management, e.g., the quality of the authentication procedures employed by a CA to identify subjects, or the technology employed by the user to protect the private key associated with the certificate (software vs. hardware tokens).  More elaborate facilities allow different CAs to express equivalence between differently identified policies, in the context of cross-certification, and to embed authorization information.


One motivation for the inclusion of this information in certificates is the use of policy information as input to access control decisions. If this input is processed by software, this is analogous to the way in which capabilities can be used in an operating system context. In such circumstances, experience gained from capability-based operating systems is applicable to the use of certificates. In this context, the policy information must be machine parseable. If human users examine the policy information to make value judgments, then there are more stringent limitations on the utility of this information, since users are generally unable to deal well with such information (see “VCRs and Certification Paths” above).  Here, the policy information may be explicitly included as text, or may be indirectly referenced through pointers, e.g., URLs.


Incorporating authorization data is a departure from the initial model for certificates, which were viewed as providing input only for identity-based access control, an ACL model.  Using certificates as capabilities is tempting, because certificates are a convenient way to bind data to a user ID (with integrity).  One can easily add such data to certificates by defining new, private extensions, and marking them as critical.  However, this approach also has some limitations.  For example, every CA has limitations to its scope of authority, and that limits the quantity of authorization data that can be incorporated into any individual certificate.  This creates a need for many CAs, each issuing authorization certificates for use in a limited context.  Also, each authorization may expire at a different time, so including multiple authorizations in a single certificate creates problems with regard to managing the certificate validity interval.  Finally, including more extensions of any type into a certificates tends to cause a certificate to be revoked sooner�, simply because there are more opportunities for one of the extensions to become invalid.


Another motivation for inclusion of policy data in a certificate is limitation of liability by a CA.  This is analogous to the product disclaimers one finds in software licenses.  Here too one can include explicit text or pointers. The following text, reproduced in appropriately fine print, was extracted from a VeriSign Class 1 certificate, and illustrates this latter use: 


“This certificate incorporates by reference, and its use is strictly subject to, the VeriSign Certification Practice Statement (CPS), available at http://www.verisign.com/CPS; by E-mail at CPS-requests@verisign.com; or by mail at VeriSign, Inc., 2593 Coast Ave., Mountain View, CA 94043 USA Tel. +1 (415) 961-8830 Copyright (c) 1996 VeriSign, Inc. All Rights Reserved. Certain Warranties disclaimed and liability Limited”


This illustrates a generic problem of a “liability empowered” CA, i.e., attempting to tread the fine line between assuming unlimited liability and disclaiming all liability.  The former is what the users of these CAs would like to believe, but the latter is what the lawyers for these CAs would like to achieve.  Somewhere along this spectrum there may be a point that satisfies both client and lawyer, but this has yet to be established.


The Mao Zedong PKI Model?


The preceding analyses suggest a model of Public Key Infrastructure that embodies proprietary CAs,  each issuing certificates that will be processed only by applications affiliated with the issuing CA.  This might be viewed as Mao’s model of PKIs: “let 10,000 flowers bloom.”  The model proposed here calls for each organization that has a substantial customer or member base, to act as its own CA.  The subject identifier in the certificate would often be an common name and account number,  tying the user to an existing database record that is indexed by that account number. It is easy to issue a certificate to a customer/member in an on-line fashion, using features present in Netscape Navigator 3.0 (and later versions). Certificate issuance is based on knowledge of appropriate information contained in the organization’s database, acquired from the user, and protected via an SSL-encrypted connection.  After causing the user’s browser to generate a key pair and transfer the public key to the server for certification, the resulting certificate is stored in the user’s browser database. Subsequent interactions with servers operating on behalf of the same organization will be able to take advantage of this certificate, i.e., the server can query the browser to determine if the user holds a certificate issued for use with this server.  If so, an exchange of certificates and generation of shared secret values for encryption and authentication will result in a rapid, two-way authenticated connection to the server, with minimal user interaction�.


Unlike an organizational or geopolitical CA, this  “proprietary” CA identifies subjects as clients, for interaction with servers, not with other people. (This is quite  analogous to the SET model [SET] adopted by the credit card industry.) This model embodies a number of advantages relative to other models that have been proposed.  First, there is the issuing of naming.  It was argued earlier that it is strongly preferable that a CA be authoritative for the name space it certifies.  Using an account number (or a name and account number) as an identifier addresses this issue.  This is how most of us are uniquely identified by the organizations with which we interact.  Our (birth certificate) names are not unique, our addresses change, but account (or membership) numbers tend to be relatively static and they provide unique identification on a domain-specific basis.


A second major feature of this model is that it allows the CA to issue certificates with a level of assurance appropriate to the applications at hand.  A third party CA (e.g., a liability-empowered CA) must select one, or a small number of assurance levels for the certificates it issues.  This is a one size (or S/M/L) fits all model.  In contrast, when the CA is also the owner of the assets being protected through use of the certificates it issues, the certification model can be tailored to match precisely the security requirements for the application environment.  


This approach has beneficial cost implications as well.  By tailoring CA assurance to the application context requirements, one can avoid over spending on CA services. Outsourcing of CA services promises cost savings because of the potential to amortize fixed CA costs over a larger user population.  However, a third-party CA must charge enough to make a profit and to account for the liability they assume, so the cost basis is different for such a CA, vs. a proprietary CA.  The marginal costs associated with certificate issuance are largely a function of the effort required to acquire and verify identification information for the user, and these can be much less for proprietary CAs, because they already have a relationship with the user. Another aspect of lowering costs arises from minimizing CA liability.  The CA is issuing certificates that are useable only in a limited context (in large part because of the naming conventions) and thus the CA can minimize the assumption of liability that might arise if the certificates are used in other circumstances.


The well-known security principle of least privilege is better supported by proprietary PKIs. A proprietary CA is the ultimate authority for issuing credentials to its user population.  If it elects to include authorization information in certificates, this data is completely within its purview to manage.  Thus, the problems that could arise from having a third-party act as a surrogate for one of more authorizing entities are avoided.


Finally, certificate revocation is especially easy in the context of a proprietary PKI.  Since the issuer is so closely tied to the consumer of the certificates, many of these CAs  may never issue CRLs, at least not in the traditional sense. The consumers of the certificates may be using ACLs that are directly managed, or a local server can be queried for a real-time validation of a certificate.


Conclusions


The preceding analysis identified several characteristics that make for good PKIs.  For example, the ideal CA is one that is authoritative for the name space it represents, thus avoiding issues of “trust.” Complex PKI topologies are hard for CAs to manage and complex for users to navigate.  Including authorization data diminishes the effective lifetime of a certificate; do so with care!  These “rules of thumb” are true in general, and motivate the creation of certain types of CAs over others.


This paper has suggested why proprietary certification authorities, each serving a closed user community, may be the most appropriate means for a business to  issue certificates to clients or customers.  Such CAs avoid the problems that can arise in dealing with public name spaces, third-party assurance, liability, revocation, and PKI management complexity.  There CAs meet all of the criteria cited above.


However, other forms of PKIs are appropriate for other contexts. Organizationally-empowered CAs can provide certificates to employees for intranet applications such as distributed system and web security, and e-mail. On a global scale, secure e-mail requires a global PKI with names meaningful to users. Isolated, organizational PKIs do not meet this requirement, since they are not globally recognized.  However, they can provide a basis for such service through cross-certification, directly, or via the help of geopolitical or third-party CAs as widely-accepted roots for wide scale interoperability. Similarly, operators of on-line services (e.g., AOL, or CompuServe) could certify their users to facilitate secure e-mail, consistent with their role as issuers of mailbox names in the .NET domains they operate.  Thus there are many ways to tie locally-managed PKIs into larger systems, with appropriately constrained cross-certificates.


Still, no one has extensive experience with large certification systems; there is still much to learn about the pitfalls of establishing and maintaining large PKIs.  Financial applications appear likely to drive the deployment of many proprietary PKIs in the near future; demand for generic PKIs may be slower, because there are fewer applications that justify the required expenditures.  Still, the analysis above suggests why a plethora of proprietary CAs may arise, and why this may be a good outcome.
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� Three simple examples serve to illustrate the basic notions behind these different certificate types.  A certificate issued by a CA to a user is an example of a forward certificate.  A certificate signed by a user, with a CA as a subject, is an example of a reverse certificate.  A certificate issued by one CA for another CA, in which neither CA is “subordinate” to the other, is an example of a cross-certificate.


� There was even provision for a “Persona” PCA, that would certify intentionally (but unambiguously) “fake”  names, in support of whistle-blowers, etc.


� For example, this syntactic mechanism allows CA1 to declare “I accept (cross-certified) CA2 to vouch for the identities of users only if their names are within the name space administered by CA2.”


� This notion is codified (but not experimentally verified) in Steve’s Rule of Revocation: “The effective lifetime of a certificate is proportional to the inverse of the square of the number of attributes in the certificate.”


� The user can set the browser to automatically respond with the “appropriate” certificate based on the server query.  However, at some time (during the session), the user will have been asked to provide a password to unlock his cache of private keys.
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