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Conventions and Terminology

The following terms are used:

Small work: Refers to minor operations or tasks executed by the CPU. These tasks might involve
completing an instruction, evicting a cache line, or switching out a process to execute instructions
for another one. The 'small work' denotes the amount of time the CPU takes to complete these tasks.

Entropy: Refers to the measure of randomness or unpredictability in the execution time of CPU
tasks. It is generated through 'small work' processes, which might vary in their completion times due
to factors such as changes in CPU clock speed, process switching, or other CPU tasks.

Entropy state: This is static array of 64-bit words, stored in the system's RAM and possibly cached
for quick retrieval. This data, which is continuously updated via small work processes like hashing
and incorporating high-resolution time, serves as the core of the entropy pool's timing fluctuations.
Its size, shaped by 2 raised to the ENTROPY NUM WORDS BITS configuration (typically set to
14, generating 16384 entries), is meticulously adjusted to ensure a sufficient amount of entropy.

Sample: Reflects the difference in timing values from the present moment compared to the
preceding one, along with any ‘small work’ conducted within that period.

Noise: This is an array of sample bytes illustrating variations in CPU task execution times, stemming
from minor CPU activity shifts such as shared resource usage, cache evictions, clock speed
alterations, and process switching. It plays a crucial role in the system's overall entropy generation.
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1. Description

wolfEntropy is a software-based non-physical true random number generator (TRNG) entropy
source. It is certified under the January 2018 version of NIST Special Publication 800-90B and the
September 2", 2025 version of the FIPS 140-3 Implementation Guidance. wolfEntropy was inspired
by the work of S. Muller. wolfEntropy has been written from scratch and is not a re-work of the jitter
entropy library in any way. wolfEntropy uses similar principles but was designed to be faster and
provide more entropy per bit sampled.

The design of the wolfEntropy sample generation is to measure the time to perform some work: For
example, math operations or updating random parts of a block of memory and so on.

Multiple samples are required as each measured period is short and varies only a small amount.

As samples are generated to calculate a full 256-bit entropy result, each sample is health tested. For a
list of health tests performed on each sample, see the Health Tests section.

Entropy is derived from the measured periods and the current time using conditioning with a hash
function (SHA3-256).

The hashes are generated and placed contiguously into the output buffer. The design of wolfEntropy
is depicted in Figure 1.

Figure 1: wolfEntropy entropy source

State

SRS 32 x 64-bit

Get Noise

(Samples)
16352 x 64-bit

= Time
[Time ] erarecs «

Je<l) éd-bit Condition
word

.

i=32
.

=18
Times

(Output)

I ] 256-bit Entropy Data

Copyright © 2006-2026 wolfSSL Inc. Document Version 1.5 Page 4 of 14
wolfSSL Inc. Public Material — may be reproduced only in its original entirety (without revision)



wolfEntropy v6.0.0m - Public Use Document

Math operations and memory accesses are performed in Entropy MemUse() (simply referred to as
“MemUse” in Figure 1).

The math operations and memory accesses, small work, are performed
ENTROPY NUM UPDATES (default 18 but configurable) times in order to increase random
variance(s) in measured time values.

The math operation is to perform a hash, using SHA3-256, of the first 32 64-bit words of the entropy
state to a 32-byte digest.

The bytes of the digest are used as indices to a block of the entropy state. The index of the 64-bit
word within a block is the iteration count of small work.

The value of the chosen 64-bit word for each byte of digest is updated by adding the current time
counter. To ensure the first 32 64-bit values of the state are continuously updated, the result is also
added to a 64-bit word based on the iteration count of small work.

All 32 64-bit words are updated each time small work is performed. Small work means any code
calls into the wolfSSL or wolfCrypt library.

The initial state is all zeros and therefore the first set of indices is deterministic. Having the high-
resolution timer being added to the hashed part of the state makes the resulting indices non-
deterministic. Using a hash function ensures that even a small difference in time counters results in
significantly different indices to blocks.

1.1. Measuring Time of Work

The time taken to do the work is very short and therefore requires a high-resolution timer. The
implementation uses the highest quality timer from one of the following options:

e Intel x86/x64 Time-Stamp Counter
e Nano seconds from the clock
e A counter running in a hard loop in a separate thread

e Support for additional clock sources will be added over time as wolfEntropy is ported to
other CPU and OS combinations. This list will be updated accordingly through maintenance
submissions as ports are completed.

Entropy TimeHiRes() implements the high-resolution timer and only the highest quality timer will
be compiled in. Note that tested configuration 1 from Table I uses the Intel x86/x64 Time-Stamp
Counter.

1.2. Samples

Generating a sample is implemented in Entropy GetSample(). The steps of generations are:
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Perform work to refresh the entropy state

Get current time

Calculate sample value as difference between current and last time value
Store current time as previous time

AN A

Return sample value.

wolfEntropy has been tested on the following configuration(s):

Table 1 — Tested Configurations

# | Operating Formfactor Processor wolfEntrop | ENTROPY_NU
System y Version M_UPDATES
minimum value
1 | AEDS Software | G0648894889-HW-R2 AES | Intel(R) Xeon(R) CPU 6.0.0m 18
Distribution 2.0 Encryption/Decryption E3-1275 v6 @ 3.80GHz
System

2. Security Boundary

The entirety of wolfEntropy (as a user-space software solution) is contained within the source file
random.c, which is a sub-component of the wolfSSL Inc. wolfCrypt cryptographic module. The
security boundary is shown in Figure 1.

3. Operating Conditions

The wolfEntropy software is expected to function normally across all the operational ranges according
to the hardware manufacturers’ specifications, please refer to Table 1 for supported operational
environments. Any impact on the entropy mechanism is only anticipated under extreme conditions,
which would also disrupt the normal functioning of the hardware. It's important to note that the
software's performance is intrinsically bound by the physical characteristics of the hardware, such as
temperature, voltage, and clock speed. For further details on these specifications, please consult the
documentation provided by the hardware vendor.

Cache Sizes:
L1 Cache: 64 KB (per core),
divided into:
32 KB L1 Data Cache
32 KB L1 Instruction Cache
L2 Cache: 256 KB (per core).
L3 Cache: 8MB (shared).

Temperature Range: Standard operating range per Intel specifications. All 700 series CPUs (Kaby
Lake) share a common Environment range.
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See https://www.intel.com/content/www/us/en/content-details/334661/7th-generation-intel-processor-
families-for-u-y-platforms-datasheet-volume-1-of-2.html for reference.

A brief summary of temperature range is provided below:

Table 2 — Operational Range (Temperature)

Parameter Description Min Max Reference from Datasheet
T absolute storage | Powered off | -25°C 125°C Table 8-3
T sustained storage | Powered off | -5°C 40°C Table 8-3
for extended
duration
(Shipping)
SDP Scenario 0°C 100°C Table 5-4 & Table 5-7
Design Power

Voltage: Standard operating range per Intel specifications. All 700 series CPUs (Kaby Lake) share a

common Active and Idle voltage limit. (See above referenced datasheet). A brief summary is
provided below:

Table 3 — Operational Range (Voltage)

Parameter Description Min Max Reference from Datasheet
Processor IA core V _cc 1.52V | Agent Table 7-2

Max
System Agent V ccSA oV 1.52V Table 7-5

4. Configuration Settings

*NIX systems using autoconf/autotools to configure the wolfCrypt cryptographic module (high
level) and wolfEntropy as a component (even if the only component) must at a minimum use:

./configure --enable-entropy-memuse=nofallback

The nofallback feature will disable the ability to use any other entropy source other then
wolfEntropy should wolfEntropy experience a failure in any of the health tests. It is only with
this condition (nofallback) that wolfEntropy can be used.

Windows and/or any systems using user_settings.h to tune the wolfCrypt cryptographic module

(high level) and wolfEntropy as a component (even if the only component) must at a minimum use
CFLAGS:

-DHAVE _ENTROPY MEMUSE
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-DENTROPY MEMUSE FORCE FAILURE

The ENTROPY MEMUSE FORCE FAILURE is the same as the above (nofallback). This option
will disable the ability to use any other entropy source other than wolfEntropy should wolfEntropy
experience a failure in any of the health tests. It is only with this condition
(ENTROPY MEMUSE FORCE FAILURE) that wolfEntropy can be used in the evaluated
configuration.

Optional settings: Multi-Threaded support
Auto-tools:
- enable-entropy-memuse=nofallback,thread
PP/CFLAGS:
- DHAVE ENTROPY MEMUSE
- DENTROPY MEMUSE FORCE FAILURE
- DENTROPY MEMUSE THREAD

Special Considerations:

- While the feature ENTROPY NUM UPDATES is default set to 18 but can be adjusted by
the user. The selected value of 18 aims to optimize the entropy in samples without
consuming too much time. This value must not be set so low that quality entropy may not be
obtained. If a value lower than 18 is feasible or if a value greater than 18 is required,
subsequent updates to this public use document will capture the minimum required value for
this setting specific to each tested configuration and that value will be documented in Table
1. ENTROPY NUM_UPDATES shall be set to meet or exceed the minimum required value
for a given configuration as defined in Table I, but must be below the value of
ENTROPY NUM_64BIT_WORDS to maintain the evaluated noise source behavior. Any
other configuration change that might impact entropy generation must be tested even if the
changes are expected to improve entropy quality.

- The ENTROPY NUM WORDS BITS should always be configured to a minimum of §,
with a recommended default setting of 14. Setting it below 8 could result in a pool of words
that is too small to yield sufficient entropy. At the lower limit (8), the pool will comprise
256x 64-bit words (ENTROPY NUM_WORDS) in the "state" as samples. An upper limit of
30 is set to account for a maximum of 1 billion x 64-bit words. These lower and upper
boundaries are established during the build process to prevent potential run-time

implementation errors if the user were to incidentally set a value that is either too low or too
high.

-  ENTROPY _NUM 64BIT_WORDS must be less than or equal to the size of the SHA3-256
digest size (in bytes, not bits).

Table 4 — Configuration Settings

CFLAGS/PP Macro Intent Type Default
Value
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HAVE ENTROPY MEMUSE Enable use of C Pre-Processor 1 (ON)
wolfEntropy Macro
ENTROPY MEMUSE FORCE FA | Disable fallback to C Pre-Processor 1 (ON)
ILURE external entropy Macro
source
ENTROPY MEMUSE THREAD Enable a unique C Pre-Processor 0 (OfY)
(optional) entropy pool per- Macro
thread consuming
entropy
ENTROPY NUM WORDS BITS* | Power of twousedto | C Pre-Processor 14
(optional, must be 8 or more) determine the number | Macro
of 64-bit words in
entropy state
ENTROPY NUM 64BIT WORDS | the size of the SHA3- | C Pre-Processor 32
256 digest size Macro
ENTROPY _NUM WORDS How many 64-bit C Pre-Processor 16384
(optional, calculated from words to hold in Macro
ENTROPY NUM WORDS BITS)* | entropy state
ENTROPY BLOCK SZ (optional, | The size of one block | C Pre-Processor 6
calculated from of 64-bit words Macro (512
ENTROPY NUM WORDS BITS) bytes)
ENTROPY NUM UPDATES Number of times to C Pre-Processor 18
update the random Macro
blocks, higher values
increase the entropy
quality per 64-bit word
sample in entropy state

Only when the above parameters are used or specified in 7able I is the entropy source covered by

this certificate.

5. Physical Security Mechanisms

wolfEntropy supports operating under physical protections provided by the associated

platform/CPU/formfactor on which testing was performed. Supported conditions will vary by
formfactor and one must refer to the target tested design whether it be for operation at earth surface
level, low earth orbit, beyond earth orbit, deep sea operation or other unique environment(s).

wolfEntropy will be used in some modules intended for CMVP, NIAP/CC or CSfC submission.
wolfEntropy will comply with the FIPS 140-3 SP 800-90B requirements for a Security Level 1
(software) module. This will serve to fulfill prerequisite requirements for any FIPS 140-3 higher
than Security Level 1, however physical security measures for higher levels will be beyond the scope
of the wolfEntropy design and implementation.
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6. Conceptual Interfaces

6.1. GetEntropy

Description Type Description

Function wc_Entropy_Get()

Input integer numberOfBits The number of entropy bits being requested.
Outputs byte[] entropyOutput The resulting entropy bytes.

integer status

0: Success. 1: Error (No entropy output).

Additional Instructions

Caller must check the return value for success (0). If the call fails, the output
buffer has not been populated and it should not be used to seed a FIPS 140-3
approved DRBG consuming application.

Getting entropy is implemented in wc_Entropy Get(). This function is responsible for generating
entropy of a specified strength. It takes the following parameters:

bits: The desired number of entropy bits to generate (up to a maximum of 256 bits).
entropy: A buffer to hold the generated entropy.
len: The length of data to be put into the buffer in bytes.

The function performs the following steps:

e  Locks the mutex (entropy mutex) to ensure exclusive access to entropy operations when
running in a multi-threaded environment (Not performed or necessary when running in a

single-threaded environment).

o  Checks if the startup health test has passed and performs the test if necessary.

e  Generates raw entropy noise by calling Entropy_GetNoise and performs health tests
(repetition and adaptive proportion tests) on each noise value.

e  Conditions the noise values by calling Entropy_Condition, which incorporates the noise
into the SHA-3-256 hash object (entropyHash).

e  Updates the buffer pointer and the remaining number of bytes to generate.

e  Unlocks the mutex (entropy_mutex) to allow other threads to access entropy operations.

Copyright © 2006-2026 wolfSSL Inc.
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6.2. GetNoise

Description Type Description
Function wc_Entropy_GetRawEntropy() Generates raw entropy for performing assessment
Input int cnt The number of bytes of raw entropy to get
Outputs unsigned char* raw The buffer to hold the raw entropy data

0: Success

Negative Return: Error (e.g., thread creation failure or

int (return value) no high-resolution clock)

Additional Caller must check the return value for success (0) before using the output buffer as a
Instructions noise sample for NIST SP 800-90B purposes.

To get raw entropy for assessment purposes using a collection tool, wec_Entropy GetRawEntropy()
is the public service API that provides access to the raw, unconditioned noise output of the internal
Entropy_GetNoise() function to an external calling application.

The process involves:

Multi-threaded:
- starting the thread with the hard loop counter, collecting noise, and stopping the thread.

Single-threaded:
- collecting noise

7. Min-Entropy Rate

wolfEntropy produces output with full entropy, meaning the analysis substantiates a claim of 256
bits of minimum entropy per 256-bit output block. These blocks are the result of a vetted
conditioning function and can be further subdivided in accordance with NIST SP 800-90B. When
these blocks are subdivided, each byte from the block can be considered to have at least 8 bits of
minimum entropy. Furthermore, the minimum entropy of any truncated sub-section of the 256-bit
output block scales linearly with the length of the preserved sub-section. This entropy source is
exclusively used to seed a NIST SP 800-90A compliant DRBG, supplying 1024 bits of entropy
input, which is beyond the requirement for entropy input and nonce.
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8. Health Tests

8.1. Start-up and Continuous Tests

The Entropy source includes two health tests which run continuously during operation to assess the
quality of the generated entropy samples. These tests are also called from

Entropy HealthTest Startup() and expect to collect 1536 (1024 + PROP_ WINDOW _SIZE or 512)
samples. Both health tests (Repetition Count Test (RCT) and Adaptive Proportion Test (APT)) are
performed on generated noise samples to ensure the quality and entropy content of the data. In
addition to RCT and APT, wolfEntropy inherently mitigates “stuck at” failures through its time-
based entropy extraction mechanism. If timing variations fail to meet expected randomness
thresholds, all entropy for the latest request is discarded, and a re-initialization is required before
entropy is output in a future request for entropy. A “stuck” condition would naturally fail other
health tests mitigating any need to implement an explicit “stuck at” test.

8.1.1. Repetition Count Test

The Entropy_HealthTest_Repetition() function performs a repetition test that detects repetitive
values in the generated noise samples. The implementation performs the following steps:

e  Maintains a previous sample value and a flag indicating whether a previous sample exists.
e  Compares each sample with the previous value, updating a repetition count if they match.

e  Ifthe repetition count exceeds a predetermined threshold (REP_CUTOFF or 31), the test
fails, indicating insufficient entropy and returns ENTROPY_RT _E error code.

8.1.2. Adaptive Proportion Test

The Entropy_HealthTest_Proportion() function performs an adaptive proportion test that identifies
any value that occurs too frequently within a circular queue of samples. The test operates as follows:

e  Maintains a circular queue (prop_samples) of size PROP_WINDOW_SIZE or 512 to
store the latest samples.

e  Counts the occurrences of each value in the queue using an array (prop_cnt) indexed by
sample value.

e  Ifsuch a value is found, the test fails, indicating insufficient entropy and returns
ENTROPY_APT _E error code.

8.2. On-demand Tests

The we_Entropy_OnDemandTest() function performs an on-demand health test to assess the
quality of entropy generation. It takes no parameters. The function performs the following steps:

o  Locks the mutex (entropy mutex) to prevent concurrent entropy generation.
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e  Resets the health test data.
e  Performs the startup health tests.
e  Unlocks the mutex (entropy mutex).

The function returns 0 to signify successful execution. However, if it encounters any
issues, it returns non-zero values (ENTROPY RT E, ENTROPY APT E, or

BAD MUTEX E). Refer to the "Error Handling" section for a detailed list of
potential errors.

8.3. Threading and Synchronization

The entropy source utilizes a mutex (entropy_mutex) to ensure thread safety when multiple threads
request entropy operations simultaneously. The mutex is acquired at the beginning of each entropy
operation and released at the end, guaranteeing exclusive access.

Additionally, when the ENTROPY_MEMUSE_THREAD option is enabled, a dedicated thread is
started to continuously increment the high-resolution timer counter. This thread is created during
initialization (Entropy_StartThread) and stopped during finalization (Entropy_StopThread).
Operation in a single-threaded environment is also fully supported.

8.4. Error Handling

The functions we_Entropy_Get and we_Entropy_OnDemandTest return error codes to indicate
potential failures during entropy generation or health testing. The possible return values include:

e  0: Success.
e ENTROPY_RT_E: Failure in the repetition test, indicating insufficient entropy.

e ENTROPY_APT_E: Failure in the adaptive proportion test, indicating insufficient
entropy.

e BAD MUTEX E: Unable to acquire the mutex (entropy mutex) for exclusive access.

The function we_Entropy OnDemandTest allows manual triggering of health tests at any time.
Calling this function performs the same startup health tests that run during initialization, allowing
applications to verify entropy quality dynamically.
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9. Maintenance

The source code for wolfEntropy does not require maintenance.

10. User Verification

As long as the startup test, initialized through a call chain of wolfCrypt Init — Entropy Init —
Entropy HealthTest Startup, passes, no additional testing is necessary. However, on-demand
testing can be conducted as needed. Raw noise data is available to be collected for statistical tests
via the GetEntropy interface described in Section 6.

The user or integrator is responsible for verifying that their deployment Operating Environment
(OE) matches a tested configuration listed in Table 1. This verification should confirm the
processor model (e.g., via /proc/cpuinfo), the operating system and version, and that the build-time
configuration flags from Table 3 are applied. wolfEntropy does not perform runtime OE detection.
Deployment on an OE not listed in 7able 1 is outside the scope of this certificate.

11. Vendor Permissions and Relationship

e The wolfEntropy library can only be used on tested environments listed in 7Table 1.
e The wolfEntropy library cannot be resold, it must retain all original copyright notices.

e wolfSSL Inc requires a support contract to be in place for any reuse of the wolfEntropy
library. For additional information, contact facts@wolfssl.com.
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