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1. Introduction

Introduction intentionally omitted due to the abstract being comprehensive.

2. Specification

2.1. Organization

The specification will include references to existing literature as relevant to the framework underlying 
our protocol. We do not plan to restate its complete history, but will include all definitions necessary 
to prove the correctness and security of our resulting functionality for threshold ECDSA. We will 
include an academic description as traditional for papers (and as the reference for the included 
security proofs) before continuing with an exact technical specification. In doing so, we hope to 
clearly present the theory to the people who will review the functionality, but also the practicals 
to those people who will actually implement it.

One popular reference for learning, and programming, binary quadratic forms is Henri Cohen’s A 
Course in Computational Number Theory [Coh00]. It may be incredibly appreciated for including 
descriptions of algorithms in English plain enough for most developers, even those without a 
background in the relevant mathematics, to implement binary quadratic forms using just a library 
such as the GNU Multiple Precision Arithmetic Library (GMP). We note BICYCL [BCIL22], the 
leading implementation for binary quadratic forms, internally makes use of GMP for its rich set of 
functions and performance.

We plan to go a step further by describing algorithms in a Python-esque pseudo-code, avoiding 
the use of English descriptions for our functionality (and its required methods). Each method 
will be well-defined (e.g.one function for the composition of two binary quadratic forms) with 
clarity on the inputs, outputs, and associated bounds. While we will provide an implementation 
we expect to be portable and clear, we will also cite alternative methods known to be equivalent, 
possibly offering greater performance at the cost of increased implementation effort. This will 
provide an accurate compilation of the field while keeping the difficulty of implementation low.

Additionally, we plan to present the bounds on each intermediary value within an algorithm. While 
most algorithms prove correctness and a bound for termination, they frequently omit the exact 
properties of each step. In practice, this requires the developer to derive bounds themselves (placing 
the developer in the role of the mathematician), or requires the developer to use unbounded 
operations (which are less efficient and with undefined memory consumption). We plan this 
thoroughness with the explicit intent of enabling non-allocating, constant-time implementations, as 
present as an option within Trout++’s reference implementation. Non-allocating implementations 
benefit from having completely static memory usage, removing the potential for allocation failures 
at runtime, and enabling explicitly boxing any implementation with the exact memory it will need. 
Constant-time implementations benefit from being resilient to side-channel attacks premised on 
timing information, a leading source of leakage when the attacker only has remote access to the 
signer.
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Our work on the implementation of class groups, as seen within the our framework of choice and 
derivatives ([CL15], [CLT18]), will be of independent interest to any candidate which share the 
same framework. Similarly, the work on BICYCL (for which three of the paper’s four authors are 
members of the team ”BICYCCLIST”, as has submitted previews in the first round) regarding 
both the algorithmic design and literal implementation of binary quadratic forms will be of benefit 
to our submission and reference implementation.

Our protocol also contains a subprotocol for the calculation (and reveal) of the product of two 
secrets, in just two rounds, with identifiable abort and constant prover complexity. This may be 
of independent interest but we do not plan to submit it as an independent gadget (S7).

2.2. System Model

Trout++ is explicitly defined to work with existing Shamir-secret sharings. This decision naturally 
allows Trout++ to compose with any standardized Distributed Key Generation functionality and 
even allows adoption of Trout++ by pre-existing ECDSA services. A one-round transparent setup 
protocol is specified, it enjoying the same complexities and security properties as our signing 
protocol. As our signing protocol’s first round is independent of the signing key , this setup may 
be run in parallel with the first round to effect a protocol of the same complexities and properties 
but no additional setup (at the cost of increased bandwidth for the additional group elements).

The functionality for threshold ECDSA assumes agreement on the transcript, implying a syn­
chronous network, as common for signing protocols alone. As we explicitly ensure composability 
with ROAST, we are able to describe a robust and asynchronous service for threshold ECDSA 
however, the exact specification (and benchmarking) of depending on the timing around our 
submission (and not guaranteed to be included). This provides a clear path forward for real 
world deployments, without assuming the asynchronous internet is synchronous, and also without 
requiring some unspecified tertiary solution for the Asynchronous Common Subset problem. The 
composition with ROAST also avoids any honest majority assumptions, even when considered a 
robust, asynchronous service.

Trout++ is proven with simulation-based proofs. For 𝑛 participants and a threshold 𝑡 signers 
required to produce a signature, we support any 𝑡 ≤ 𝑛 and 𝑡 − 1 static corruptions. We limit 
our assumptions and prefer more conservative choices for zero-knowledge proofs (explaining why 
we may have somewhat higher bandwidth than other schemes premised on class groups). To 
that end, we only require the Hard Subgroup Membership assumption [CLT18] and the Adaptive 
Root Assumption [Wes19]. As time allows, we may aim for a tighter reduction to the Decisional 
Diffie-Hellman assumption.

3. Open-Source Implementation

The current reference implementation is a group of libraries written in the Rust programming 
language. Our first library defines an interface for working with binary quadratic forms, and 
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common methods for implementations, yet allows the user to choose the specific implementation. 
This allows, when a C++ compiler is provided and code licensed under the GNU General Public 
License version 3 is allowed, to use the performant BICYCL library. Alternatively, a pure-Rust 
implementation may be used, or an implementation whose methods operate in time independent 
to their inputs may be used (avoiding leaking timing information about the witness, as used for 
side-channel attacks).

The current reference implementation also makes use of Rust libraries from the Rust ecosystem, 
colloquially referred to as ”crates”, as managed via the cargo package manager. The exact libraries 
are amenably licensed and may be vendored into a single source tree as preferable. We believe 
we use a minimal and reasonable set of libraries, given the ecosystem, yet still actively consider 
further minimization to ensure the implementation’s independence, ability to be reviewed, and 
security against supply-chain attacks. We plan to use cargo to build our implementation and run 
tests, it being the de facto tool in the Rust ecosystem.

The current reference implementation is still a work in progress. The code itself was prior developed 
for the purposes of benchmarking protocols for academic papers and is now being refocused for this 
call for cryptosystems. The existing code (currently unlicensed, without a BICYCL integration) has 
a publicly available Git repository available via https://github.com/kayabaNerve/trout however. It 
does not model networking at this time, assuming the caller to provide messages from a bulletin 
board (such as a coordinator, a broadcast channel, the results from a consensus protocol...). As 
this (lack of) model of networking is correct for composition with ROAST (where the ROAST 
protocol designates coordinator(s) who invoke the underlying synchronous signing protocol), we 
do not plan to directly integrate any modeling of the network other than any ideal network as 
necessary for the purposes of testing. If we do have the time to provide the implementation 
composed with ROAST, we will benchmark its performance and detail both the variables which 
may be tuned and how to do so.

4. Experimental Performance Evaluation

On a Mac mini with an Apple M2 Pro CPU, the implementation spent approximately 510ms on 
each prover (independent to the threshold, with time variable to the witness) and 44ms on batch 
verifying the proofs from the first round (the second round’s proofs have their verification omitted 
in the optimistic case where a correct signature is output). This was with single-threaded proving 
and single-threaded verification, as we used threads to parallelize locally running each view for the 
different participants. Each participant uploaded 5,279 bytes across both rounds in the bulletin 
board model (e.g.to a coordinator).

We expect our increased bandwidth usage to be the result of our choice of zero-knowledge proofs, 
premised on the Adaptive Root Assumption. Newer, stronger assumptions such as the Rough 
Order Assumption [BDO23] would yield more efficient zero-knowledge proofs but with a looser 
notion of security. We are currently discussing improvements to it premised on some tighter 
bounds within the implementation (which was benchmarked with very conservative choices) and 
potentially some optimizations to the protocol itself.
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For the prover’s performance, we expect to improve with a notably more efficient implementation 
as we prepare our final submission. We are currently aware of some methods for which we currently 
do not implement the state of the art and additional techniques we can implement to reduce the 
time operations take.

We do not expect challenges running on the baseline platform due to our single-thread-per-party 
implementation, without target-specific optimizations other than those the compiler automatically 
applies. While multiple threads would benefit proving, we should be able to accept any limitations 
employed by the baseline platform (which needs to run each participant’s view) and provide our 
own measurements/reasoning if necessary.

5. Licensing, Patent Claims, and Funding

We do not know of any patents that do or could have claims that may cover the contents of our 
submission. We attest that no member of our team has applied for any patents in any jurisdiction 
for any part of our submission. The current reference implementation will be submitted under 
an OSI-approved licensed (yet to be decided) and currently has (possible) dependencies which 
self-declare as being offered under the following licenses (listed by their SPDX identifiers):

• BSD-2-Clause

• BSD-3-Clause

• MIT

• Zlib

• Apache-2.0

• LGPL-3.0-only

• LGPL-3.0-or-later

• GPL-3.0-or-later

• Unicode-3.0

All are OSI Approved Licenses, recognized to comply with the Open Source Definition.

Hila Dahari-Garbian is supported in part by grants from the Israel Science Foundation (no. 1834/23, 
and 2337/22), and supported in part by AFOSR Award FA9550-21-1-0046.

6. Comparison with Other Submissions

We briefly provide comparisons to the other threshold ECDSA protocols for which previews were 
submitted in the first round.
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• TECLA: Our protocol supports arbitrary thresholds while TECLA is limited to the 𝑛 = 2
setting. Both are premised on class groups.

• BAM: Our protocol supports arbitrary thresholds while BAM is limited to the 𝑛 = 2 setting. 
BAM is premised on Paillier while we premise on class groups for linearly-homomorphic 
encryption.

• CGGMP: CGGMP is premised on Paillier while we premise on class groups for linearly-
homomorphic encryption. CGGMP is proven secure against adaptive corruptions while we 
only prove our protocol secure against static corruptions. CGGMP assumes a synchronous 
network while Trout++ (composed with ROAST) is presented for asynchronous networks 
(and also becomes robust, guaranteeing delivery of the signature). CGGMP has more rounds, 
implying greater latency, and higher complexities for their provers (linear compared to our 
constant).

• THE CLASH: THE CLASH is non-trivial to compare to as the only description for it 
appears to be the (limited) preview. As it describes itself as a variant of GG18, we assume 
it to have more rounds and a higher complexities for their provers (linear compared to our 
constant).
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