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SHIFTING TO MULTIPLE-AGENTS
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EXAMPLE OF CASCADING FAILURES
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MAS RISK TAXONOMY

TIER 1: EXTENDED GENAI RISKS

TIER 2: NOVEL MULTI-AGENT RISKS
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TIER1 DOMAIN COVERAGE

Frameworks v Output & Contentv Security & Adversariav Agentic & Autonomousv Data & Privacy v  Supply Chain & Infrastructur v Governance & Accountabilit v  Operational Reliability v  Societal & Ethical v
ATFAA v v v v v
Cisco_A2A v v v
Google v v v v
NSA_Data 4 v v
NSA_Deploy v v v v v v
NSA_Dev v v v v v v
DoD_Cyber v v v v v
DoD_RAI v v v v v v
I NIST_RMF v 4 v v v v v v
NIST_GenAl v v v v v v
OWASP_MAS v v v
OWASP_Top10 v v v
OWASP_T&M v v v v v v
OWASP_Secure v v
OWASP_State 4 4 v v
ENISA v v v v v 4 v
GAO v v v
MITRE v v v v v v
|  cDAO v v v v v v v v




TIER2 DOMAINS WITH NO COVERAGE

D o & 2

MEMORY & NON-DETER- TELEMETRY & EMERGENT &
OBSERVABILI

COGNITIVE MINISM & SPECIFICATION

STATE ASSURANCE

TY

GAMING

The gap is not incidental - it reflects design intent.

Every framework centers on a single model, or a single agent.

https://github.com/Crew-Scaler/multi_agent_system_risks/



MEMORY &
COGNITIVE STATE

What makes these risks distinctively multi-agent

is that multi-agent memory is rarely private.

Agent cognitive state is written by one agent and read by
another. A single poisoned memory can propagate

laterally across collaborators




DASHBOARD & Ul
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CrewAl
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POISONED SCORES CONTAMINATE

Identities:

DOWNSTREAM TRUST

Model registry Porous
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SUPPLY CHAIN: MODEL REGISTRY

& UPDATE MANIPULATION

IDENTITY AND TRUST

Identity, trust, and provenance become emergent attributes

negotiated across many cooperating agents.

A single compromise propagates through delegation chains,
consensus mechanisms, and shared infrastructure can quickly grow

into a system-wide failure of accountability.



11.1 CONTINUAL CHANGE

(Assurance Invalidation)
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invocations, and orchestration steps. A passed test

yesterday may not hold today.



TELEMETRY &
OBSERVABILITY

Observability infrastructure designed for single
agent routinely fails at the seams between
agents

Events may cross system boundaries where no single
trace, log, or metric retains end-to-end causality. The

result is systematic blind spots.
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WORKFLOWS &
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Shared infrastructure such as a single plugin, retrieval
index, orchestration controller, or fine-tuning corpus is
consumed by an entire fleet, so compromising one
shared component propagates to every agent that

depends oniit.



1. SPECIFICATION GAMING VIA ENVIRONMENT MANIPULATION (Cat 14.1)
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2. LONG-HORIZON GOAL DRIFT AND MEMORY-BASED MISALIGNMENT (Cat 14.2)

Poisoning meta-learning
process

GRADUAL DRIFT OVER
PERSISTENT MEMORY

Adversarizing Internalizing a
PERSISTENT  persistent adaptation
STRAIEGS strategy across tasks

Selective use of positive Steering toward
MEMORY BLOCKS, context-flattering
concealing failures TASKS

3. EMERGENT MISALIGNMENT THROUGH MULTI-AGENT INTERACTION (Cat 14.3)
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reasoning traces and POISONED STRATEGY
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Gaming behaviors no longer remain local. Agents each
acting within their own specification can nonetheless
converge on collectively unsafe outcomes that no single

component would exhibit in isolation.



OUR METHODOLOGY

PHASE 1? KNOWLEDGE DOMAIN EXPLORING (KDEG)
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OUR METHODOLOGY
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FOR PRACTITIONERS

Deploy Cross-Agent Telemetry Infrastructure
correlates events across heterogeneous
agent ecosystems

Implement Cryptographic Agent Identity

Signing of agent messages, capability
attestation, provenance tracking

Sequence-Aware Authorization

for Agent Workflows

Continuous, Event-Driven Security Testing

Point-in-time testing cannot characterize
a multi-agent system

CONTINUOUS & EVENT-DRIVEN TESTING

TRIGGERED RE-VALIDATION
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FOR FRAMEWORK

DEV

Explicit MAS threat modeling

require risk assessments to characterize

inter-agent potential issues

Emergent-behavior evaluation

Define methods to manage risks
associated with emergent behavior.

Observability requirements

Specify minimum MAS telemetry

Sequence-aware authorization

Define and require authorization at the
workflow level, not only per action.

THREAT MODELING & SUPPLY INTEGRITY

EXPLICIT MAS
THREAT MODELING

RISK ASSESSMENTS
FOR INTER-AGENT ISSUES

INTEGRITY TRACEABILITY
INTEGRITV TRACEABILITY ~ (HASHING, PINNING)

SEQUENCE-AWARE AUTHORIZATION
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h
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¥
FORM Q

SPECIFICATION EVALUATD'SIN SWARM EVALUATION
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FO R PO L I CY 1. MAS-SPECIFIC RISK ASSESSMENTS | 2. ESTABLISH MAS TELEMETRY STANDARDS
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distinct regulatory treatment for agent
and agent swarms




WHERE TO GO NEXT

We've just scratched the surface. Multi-agent economy can reach Metaverse level

Associated risks will be massive.

@ ©

\
\

Scalable Method for Emergent MAS Transferring

Risk Identification Behaviors Knowledge

How to identify MAS risks at How can we advance our How can we rapidly
scale and as early as understanding of transfer the knowledge to
possible? multi-agent emergent as many practitioners as

ehaviors? possible?
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