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Public Comments on NIST SP 800-57pt1r6 (ipd)

1. Comments from Walmart Global Tech (Justin Simpson, Khodakhast Bibak, Ravi

Honnavalli, Kadir Sabanci), 12/18/2025

Dear NIST Key Management Team,

Attached please find a few comments regarding the NIST SP 800-57pt1r6 ipd that we thought to
share with you:

We hope you find these comments useful as you refine the draft.
Many thanks!

Best regards,
Justin Simpson, Khodakhast Bibak, Ravi Honnavalli, Kadir Sabanci

Walmart Global Tech
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Subject: Feedback on NIST SP 800-57pt1r6 ipd

Dear NIST Key Management Team,
Here are a few comments regarding the NIST SP 800-57pt1r6 ipd that we thought to share with you:

e Onpage 147, lines 4771-4774, the document states: “Forward error-correcting codes are a
subset of non-cryptographic checksums ...”. Non-cryptographic checksums detect errors
only, while forward error-correcting (FEC) codes detect and correct them; they are not
subsets of each other in coding theory.

e Onpages 148-149, lines 4812-4819, it states: “If forward error correction (e.g., using a MAC
algorithm, such as HMAC) is applied before encryption ...”. AMAC, including HMAC, is not
forward error correction. It provides integrity/authentication but cannot locate or correct
bit-level transmission errors. The text continues by recommending applying FEC after
encryption “e.g., compute a MAC on the encrypted data”, and concludes that this will allow
the system to correct errors before the ciphertext is decrypted. Because the example of
FEC given here is a MAC; the text appears to treat MACs as error-correcting codes. AMAC
cannot correct errors in ciphertext or plaintext, so these statements are technically
incorrect.

e Onpage 148, footnote 52, it defines forward error correction as encoding a message using
“an error-detection code.” Error-detection codes cannot correct errors; only error-
correcting codes can.

e Finally, on page 47, line 1812, it refers to “Table 2” when discussing the disallowance of
2TDEA and 3TDEA, but the correct reference is Table 3, which contains the security strength
entries for those algorithms.

We hope you find these comments useful as you refine the draft.

Many thanks!

Bestregards,

Justin Simpson, Khodakhast Bibak, Ravi Honnavalli, Kadir Sabanci

Walmart Global Tech
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2. Comments from Chunghwa Telecom Laboratories (Abel C. H. Chen), 1/27/2026

Dear Sir or Madam,
My name is Abel C. H. Chen, and | am affiliated with Chunghwa Telecom Laboratories.
I have reviewed NIST SP 800-57 Rev. 6 (Initial Public Draft) and would like to respectfully

submit several comments for your consideration. Specifically, | have provided three
technical comments and two editorial comments, which are detailed in the attached file.

Thank you very much for your time and effort in developing this draft, as well as for
considering the feedback from the community.

Best regards,
Abel C. H. Chen

Senior Member of IEEE
Senior Research Fellow, Chunghwa Telecom Laboratories (CHTTL)



Technical Comment 1

Reasons:

Wrapped DEK is defined in Equation (2) as WRAPags-ccm(Keys, DEK1) in Section B.8 on Page 163.
Accordingly, the expression UNWRAP ags-com(Keys, Encrypted DEK1) in Equation (5) should be
revised to UNWRAPags.ccm(Keys, Wrapped DEK1) to ensure consistency with the established

terminology and notation.

Proposed Changes:
NIST SP 800-57pt1r6 ipd (Initial Public Draft) Recommendation for Key Management
December 2025 Part 1 — General

5264 be dKeyi. Organization 1 has several applications and uses a symmetric key-wrapping
5265  algorithm (e.g., AES-CCM) with different key-wrapping keys (shown as Keya, Keys, and Keyc)
5266 to protect data keys for each application (i.e., applications A, B, and C, respectively).
5267 Application B has generated multiple data keys to protect its data (DEK1, DEK3, ...) using AES-
5268 CCM and its wrapping key Keys. In this example, data key DEK; has been used to encrypt
5269  plaintext data using AES-CCM:

5270 EncryptedData = ENCRYPTaes.ccm(DEK, PlaintextData). (1)
5271  DEK, is wrapped using AES-CCM and Keyg:
5272 Wrapped DEK1 = WRAPags-cem(Keys, DEK1), (2)
5273  and Keys is wrapped using RSA and eKey:
5274 Wrapped Keys = WRAPgsa(eKey1, Keys). (3)

5275  Wrapped Keys, Wrapped DEK1, and the EncryptedData are stored. The highest-layer key in
5276 the tree (dKey:) shall be securely stored offline when not protected by the storage system
5277  (e.g., in a safe with dual access control).

5278 Inorderto access the data protected by DEK (i.e., the plaintext data), the private unwrapping
5279  key (dKey:) is used to unwrap Organization 1’s symmetric-unwrapping key Keysg:

5280 Keys = UNWRAPrsa(dkey1, Wrapped Keys), (4)
5281  the symmetric unwrapping key (Keys) is then used to unwrap DEK::

5282 DEKl = UNWRAPAEs_ccm(KeyB, -E-n-epr-t-ed—DE-Kr), (5)
5283  and DEK; is used to decrypt the data it protects. Wrapped DEK1

5284 PlaintextData = DECRYPTaes.ccm(DEK1, EncryptedData). (6)



Technical Comment 2

Reasons:

In accordance with the recommendations provided in NIST IR 8547, RSA is expected to be deprecated
prior to 2035. Therefore, it is suggested that the case study presented in Section B.8 adopt ML-KEM
as a more appropriate alternative. As a result of this modification, certain procedural differences will

be introduced. The revised content is presented as follows:

Proposed Changes:

Using the example depicted in Fig. 6, the highest layer key could be an asymmetric key-wrapping key
pair (e.g., an ML-KEM key pair) used for confidentiality protection for the next layer of keys. A
different key pair might be used for each organization. In Fig. 6, the public wrapping key for
Organization 1 might be eKey:1, and the corresponding private unwrapping key might be dKey:.
Organization 1 has several applications and uses a symmetric key-wrapping algorithm (e.g., AES-
CCM) with different key-wrapping keys (shown as Key4, Keys, and Keyc) to protect data keys for each
application (i.e., applications A, B, and C, respectively). Application B has generated multiple data
keys to protect its data (DEK, DEK>, ...) using AES-CCM and its wrapping key Keyp. In this example,
data key DEK has been used to encrypt plaintext data using AES-CCM:

EncryptedData = ENCRYPT ags.cem(DEK), PlaintextData). (1)

Keysp is encapsulated using ML-KEM and eKey;:
(KeyB, Wrapped KeyB) = ENCAPSML-KEM(8K6y1), (2)

and DEK is wrapped using AES-CCM and Keys:
Wrapped DEK| = WRAPags-com(Keys, DEK)). 3)

Wrapped Keys, Wrapped DEK1, and the EncryptedData are stored. The highest-layer key in the tree
(dKey1) shall be securely stored offline when not protected by the storage system (e.g., in a safe with
dual access control).

In order to access the data protected by DEK; (i.e., the plaintext data), the private unwrapping key

(dKey1) 1s used to decapsulate Organization 1’s symmetric-unwrapping key Keysg:

Keys = DECAPSwmLkem(dKey1, Wrapped Keys), 4)
the symmetric unwrapping key (Keys) is then used to unwrap DEK;:
DEK = UNWRAPags-ccm(Keys, Wrapped DEK), (5)

and DEK is used to decrypt the data it protects.
PlaintextData = DECRYPTags-ccm(DEK 1, EncryptedData). (6)



Technical Comment 3

Reasons:

Since an access token can be regarded as a form of password, and in some applications may even take
the form of a time-based one-time password (TOTP), it may be beneficial to consider incorporating
guidance on token generation, management, and refresh mechanisms, some of which are discussed in
NIST IR 8587, into Section 4.1.2, “Other Related Information,” of NIST SP 800-57 Part 1 Revision 6

or a future revision such as Revision 7.

Proposed Changes:

4.1.2. Other Related Information

Access Tokens: Access tokens contain authentication information and a limited set of attributes (e.g.,
unique user ID) to provide access to specific protected resources, applications, or services. They may

be used on their own or in conjunction with identity tokens. They are also often used to support non-

human access (e.g., to protect server-to-server communications or access to protected APIs).



Editorial Comment 1

Reasons:

The terms BYOK, CUI, DKE, HYOK, KEM, and OUP are used in the main text; therefore, their
corresponding abbreviations and acronyms could be included in Appendix D for clarity and

completeness.

Proposed Changes:

Appendix D. List of Abbreviations and Acronyms

BYOK
Bring-Your-Own-Key

CUI

Controlled Unclassified Information

DKE
Double Key Encryption

HYOK
Hold-Your-Own-Key

KEM

Key-Encapsulation Mechanism

oup
Originator-Usage Period



Editorial Comment 2

Reasons:

Reference [Mariantoni] on Page 142 and Reference [Zalka] on Page 146 are not cited in the main text

and may therefore be removed from the reference list.

Proposed Changes:

References




Public Comments on NIST SP 800-57pt1r6 (ipd)

3. Comments from Wiz (Jennifer Thibodeau, Mitch Herckis), 1/28/2026

To Whom It May Concern,
Please find attached Wiz's final submission in response to NIST SP 800-57. As always, we
appreciate the opportunity to contribute and remain available to answer any questions you

may have.

Best,
Jennifer
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WIZ

Wiz: Submission on NIST SP 800-57 Revision 6
Contact Information: Mitch Herckis, Global Head of Government Affairs at Wiz
mitch.herckis@wiz.io, 202-841-9130

1. Automate Key Lifecycle Operations in Dynamic Environments
Relevant Section: Section 7 (Key Management Phases and Functions)

Rationale: While the draft references automation in some lifecycle contexts, it stops short of
endorsing it as baseline practice. At cloud scale, managing thousands of keys across
ephemeral workloads demands automation and continuous monitoring—not only for creation and
retirement, but also for rotation, expiration, and revocation. Without automation, the likelihood of
human error introducing operational risk is substantial, and the enforcement of cryptoperiods is
highly unreliable. Cloud-native KMS platforms already support automated lifecycle operations,
often embedded in CI/CD or infrastructure-as-code flows. Explicitly recommending automation
would align the guidance with today’s operational reality. To further support this at scale, NIST
should advocate for the adoption of "Policy-as-Code" to govern these lifecycles, as well as
continuous monitoring to provide visibility and enforcement across complex environments, such
as multi-cloud or complex kubernetes environments. Defining key management policies as
machine-readable code ensures that every workload automatically inherits the correct
cryptographic posture from development to production.

Recommended Change: Add to Section 7: “Automate key lifecycle processes wherever
feasible including the adoption of Policy-as-Code. Cryptographic key management systems or
orchestration scripts, such as Infrastructure as Code, should handle creation, rotation,
deactivation, and destruction in accordance with defined cryptoperiods. Automation reduces
risk, scales with dynamic workloads, and ensures keys are promptly retired when no longer
needed. Key lifecycles must be actively and continuously monitored to determine identity
misconfigurations and effective permissions for human, non-human identities, and resources.
Organizations should automate the revocation of unused or outdated permissions, or reducing
access.”

2. Include Guidance on Ephemeral Keys for Dynamic Workloads
Relevant Section: Section 4.3 (Cryptoperiods)

Rationale: The draft emphasizes the value of short cryptoperiods but frames the tradeoff in
traditional deployment terms. This guidance should specifically address secret-less
architectures, where short-lived tokens and machine identities replace static, long-lived
credentials to effectively narrow the attack surface for cloud-native applications. In modern
architectures, serverless, containerized, microservice keys are often ephemeral by design,
generated for a single transaction or process and destroyed immediately after. This model
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eliminates rotation burden and drastically reduces compromise risk. Ephemeral keys are
increasingly standard in cloud-native security, and their omission may unintentionally signal that
long-lived keys are the norm.

Recommended Change: Expand Section 4.3 with: “In dynamic environments, ephemeral
cryptographic keys that are created and destroyed over the life of a short-lived workload or
session should be considered. These patterns eliminate manual rotation overhead and reduce
key exposure windows. Ephemeral keys are encouraged where supported by orchestration
tooling.”

3. Encourage Identity-Tied Keys and Unique Key Ownership
Relevant Section: Section 8.1 (Access Control and Identity Authentication)

Rationale: The draft notes the need to trace plaintext key access but is neutral on shared
versus scoped key models. In cloud-native security, key ownership should be identity-specific.
Identity-centric key management is a fundamental pillar of Zero Trust; NIST should emphasize
that a key’s security is only as strong as the identity governance surrounding it, requiring
continuous validation to prevent privilege creep. Binding keys to individual users, services, or
workloads limits blast radius, improves auditability, and supports zero-trust policies. Shared keys
introduce complexity and obscure accountability. This best practice deserves explicit promotion.

Recommended Change: In Section 8.1, add: “Keys should be scoped to unique identities,
whether human, workload, or service, rather than shared across systems or roles. Identity-tied
keys improve traceability, simplify revocation, and align with least-privilege design. Shared keys
should be minimized or tightly controlled and must be actively and continuously monitored to
limit entitlements based on the context of risk access may create to the environment. For
complex environments, such as multi-cloud environments or those with ephemeral workloads,
this should include runtime threat detection with real-time blocking, as well as runtime forensic
collection.”

4. Improve Cross-Platform Key Inventory and Monitoring
Relevant Section: Section 8.2 (Inventory Management) AND/OR Section 8.4 (Audit)

Rationale: The draft calls for complete inventories and audit logs, but assumes a unitary key
management system. Most midsize-to-large organizations operate across multiple clouds,
KMSs, and secret managers. Without guidance on consolidating inventories and audit pipelines,
visibility gaps persist. Key governance must be cross-platform. To achieve 100% cross-platform
coverage, this inventory should be collected via agentless (e.g., API-based) discovery. NIST
should recognize agentless scanning as the most effective method across the entire enterprise.

Recommended Change: Expand Section 8.2 with: “Organizations managing keys across
multiple KMSs or environments must maintain a unified, cross-platform inventory with
consistent metadata. Audit logs (see Section 8.4) should also be aggregated centrally to detect
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misuse, enforce policy, and streamline incident response. Additionally, real-time threat detection,
investigation, and response should be deployed in complex environments to detect suspicious
activity connected across workloads, multi-cloud environments, and/or Kubernetes control
planes.”

5. Acknowledge Cloud-Native KMS Usage and Multi-Cloud Key Management
Relevant Section: Section 5.2.2.7.2 (Hardware Security Module (HSM))

Rationale: This section rightly describes BYOK/DKE integrations with cloud environments but
emphasizes customer-controlled HSMs. In practice, cloud-native KMS platforms (e.g., AWS
KMS, Azure Key Vault) are often the primary key store, are FIPS-validated, are centrally
governed, and are integrated into workload control planes. These cloud-native KMS systems
provide their customers with control over what human and non-human identities can use the
key, where the key can be used from and under what conditions. The draft should explicitly
recognize cloud-managed KMS/HSM services as compliant and provide guidance for consistent
policy across multi-cloud footprints. NIST should also provide guidance on context-aware key
management for Al infrastructure, ensuring that keys protecting Al model weights and training
datasets are strictly isolated from common application-level keys, and allow organizations to
adeptly manage Al access to sensitive data and environments.

Recommended Change: Add to Section 5.2.2.7.2: “Cloud-native KMS and HSM services,
when FIPS-validated, can fulfill the key protection requirements herein. Organizations should
ensure that access policies, cryptoperiods, and logging configurations are consistently applied
across providers. Multi-cloud deployments should maintain interoperable key policies and
inventories to ensure uniform protection and avoid vendor lock-in. Organizations should
leverage context-aware key management for automation (including Al technologies), ensuring
that Al model weights and training datasets are strictly isolated from common application-level
keys, as well as empowering organizations to adeptly manage Al access to sensitive data and
environments.”

6. Emphasize Control-Plane Enforcement Over Host-Based Key Validation
Relevant Section: Section 8.1 (Access Control and ldentity Authentication)

Rationale: NIST should seek to move organizations away from treating all key management
findings as equal and advocate for a risk-based model. This allows organizations to prioritize
remediation based on actual attack paths, prioritizing the remediation or mitigation of toxic
combinations of weaknesses and vulnerabilities that create an attack path rather than flat
compliance checklists. Additionally, the draft focuses on host-level controls for key usage,
assuming keys are exposed to local systems. In modern cloud models, keys are held and used
by KMS APIs, not hosts. Access is enforced centrally, via IAM policies, attestation tokens, or
workload identity, and operations are logged at the control plane. This pattern is more secure
and scalable than per-host enforcement, especially for ephemeral infrastructure.
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Recommended Change: Update Section 8.1 with: “In cloud environments, access control is
often enforced at the key management service level. Centralized services validate identity and
permissions before allowing any key usage. Organizations should prefer this control-plane
enforcement model, where keys remain protected within the KMS and cryptographic operations
are performed via API. This reduces key exposure and ensures consistent policy enforcement,
even in dynamic or ephemeral infrastructure.”

Additionally, we would recommend Section 8.1 end with language such as, “Organizations with
complex environments (including multi-cloud, hybrid systems or those leveraging more than one
key management service) should leverage Infrastructure Entitlement Management solutions
that prioritize remediation based on continuous analysis of risk to the environment by analyzing
likely attack paths (e.g., identifying toxic combinations of sensitive data, overprivileged identities,
and weaknesses or vulnerabilities).

7. Cryptographic Agility (New Proposed Section)

In light of the transition to Post-Quantum Cryptography, NIST should add a dedicated section on
"Cryptographic Agility." Organizations need the ability to programmatically identify legacy keys
and swap them for quantum-resistant algorithms without disrupting operations. This section
should recommend prioritizing session key negotiation support for Post-Quantum Cryptography
(ex. in TLS and SSH session key agreement), as that is an important mitigation for the Harvest
Now, Decrypt Later threat, and has the broadest ecosystem support.
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4. Comments from FAZON Foundation (Meir Goldman), 1/30/2026

Hello,

Please find attached our public comment package for NIST SP 800-57 Part 1 Revision 6
(Initial Public Draft).

Submitter: Meir Goldman (FAZON Foundation)

Attachments:

- FAZON_NIST_SP800-57R6_COMMENT_PACKAGE.zip

- FAZON_NIST_SP800-57R6_COMMENT_PACKAGE.zip.sha256
Thank you,

Meir Goldman

M.G.

FAZON_NIST_SP800-57R6_COMMENT_PACKAGE.zip

NIST Public Comment — SP 800-57 Part 1 Rev. 6 (Initial Public Draft)
Submitter: Meir Goldman (FAZON Foundation)

Contact: fazon@fazoncore.org

Date: 2026-01-30

1) Summary

We support SP 800-57 Part 1 Rev. 6 and recommend strengthening operational guidance
for post-quantum transition by explicitly treating crypto-agility as an evidence-driven,
telemetry-anchored lifecycle process (not only an algorithm substitution). We propose
minimal, testable requirements for hybrid mode, downgrade resistance, and audit-grade
evidence that can be implemented consistently across infrastructure deployments.

2) Telemetry-anchored crypto-agility (recommended addition)

Recommendation: Add guidance that crypto-agility programs SHOULD define measurable
operational invariants for “safe-to-switch” and “safe-to-operate” states, including:

- configuration/provenance invariants (policy hash, build provenance, key policy version);
- time/nonce integrity (anti-replay windows, time skew bounds);

- key lifecycle health (rotation freshness, revocation propagation, signing health);

- evidence completeness (append-only records with hash chaining).
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Rationale: Many transition failures are operational (partial rollout, misconfiguration, time
drift) and create downgrade pathways even when PQC primitives are correct.

3) Hybrid mode requirements (recommended clarification)

Recommendation: Add a subsection that hybrid deployments MUST be explicitly versioned
and policy-controlled, with:

- explicit negotiation rules that forbid silent downgrade to classical-only when PQC is
required;

- canonical message formats and strict validation for signatures and KEM handshakes;

- short-lived sessions (TTL) during migration, with deterministic renewal and revocation.
Rationale: Hybrid mode is the realistic path for long-lived infrastructures; guidance should
prevent “mixed policy” and downgrade conditions.

4) Auditability and evidence (recommended addition)

Recommendation: Add a normative checklist for audit-ready key management:

- who/what/when/why records for key events (generation, activation, rotation, revocation);
- cryptographic identifiers (key IDs, algorithm suite, policy version);

- immutable evidence sealing (hash chaining; periodic seal snapshots).

Rationale: Migration and key lifecycle events must be verifiable during audits and incident
response.

5) Threshold-oriented key management (future work)

Recommendation: Encourage threshold schemes and multi-party controls as an optional
profile for high-impact keys, including separation of duties, recovery, and rotation
workflows compatible with PQC/hybrid deployments.

6) Specific editorial suggestion

Wherever the document discusses crypto transition planning, consider adding explicit
language: “crypto-agility includes operational readiness criteria and verification evidence,
not only cryptographic algorithm selection.”

Thank you for considering these comments.
Meir Goldman
FAZON Foundation

FAZON_NIST_SP800-57R6_COMMENT_PACKAGE.zip.sha256

3a375213185ce929b3ad1cd4bb2c73bafabeeca59fc568d80bf46870087f9354b
FAZON_NIST_SP800-57R6_COMMENT_PACKAGE.zip
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5. Comments from Niranjan Kumar Sharma, 2/1/2026

Hello NIST Computer Security Division,

| am writing to submit comments on the Initial Public Draft of NIST SP 800-57 Part 1 Revision 6,
Recommendation for Key Management.My feedback focuses on enhancing the operational
guidance for organizations adopting Cloud Key Management Systems (KMS), automated
DevSecOps pipelines, and Hybrid Post-Quantum Cryptography (PQC). These comments aim to
bridge the gap between the standard's definitions and the real world implementation challenges
faced by engineers in cloud-native environments.

Below are four recommendations for the committee's consideration:
Comment 1: Automated Key Lifecycle Management in Cloud KMS Environments

Reference: Section 6 (Key States and Transitions) and Section 5.2.2.7 (Keying Material Storage
Media and Mechanisms)Observation: The revision appropriately separates keys used for key
establishment from those used for storage. However, the guidance would benefit from explicit
recommendations for automated key lifecycle management in cloud-native environments. In
containerized and cloud deployments, key rotation is often event-driven or policy-driven rather
than manually initiated, and "destruction" typically means cryptographic
erasure.Recommendation:

1. Programmatic Rotation Triggers: Define acceptable criteria for automatic key rotation
beyond standard cryptoperiods, including:

e Usage-based triggers: Rotation after a specified number of encryption operations (to limit
key wear).

e Risk-adaptive triggers: Integration with SIEM/SOAR systems to trigger rotation upon
anomaly detection (e.g., unusual access patterns).

1. API-Driven Lifecycle Operations: Acknowledge that modern KMS implementations use
API calls for key operations. Recommend that organizations use versioned key references
(e.g., key-id/version-2) rather than mutable aliases for cryptographic operations to ensure
immutability and traceability.

1. Cryptographic Erasure: Explicitly recognize that in virtualized environments where
physical destruction is not feasible, cryptographic erasure (securely deleting the Key
Encryption Key protecting the target key) is an acceptable method for achieving the
"Destroyed" state, provided the KEK is managed in a FIPS 140-3 validated module.

Note: This aligns with the cryptographic sanitization guidance referenced in Section 5.2.2.1 (see
[SP 800-88]) and the updated NIST SP 800-88 Revision 2.
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Comment 2: Hybrid (Composite) Cryptography and PQC Migration Guidance

Reference: Section 4.6.1 (Cryptographic Algorithm Security Strengths) and Section 4.6.4
(Transitioning to New Algorithms and Key Sizes in Systems)Observation: The inclusion of FIPS 203
(ML-KEM), FIPS 204 (ML-DSA), and FIPS 205 (SLH-DSA) is timely. However, organizations cannot
perform an instantaneous "cutover" to PQC. The current draft offers limited guidance on hybrid
(composite) cryptographic deployments during the transition period.Recommendation:

1. Hybrid Key Establishment: Recommend combining a classical algorithm (e.g., ECDH) with
a PQC algorithm (e.g., ML-KEM) in a composite construction where security holds if
either algorithm remains secure.

1. Lifecycle Management: Clarify whether hybrid key components should be treated as a
single cryptographic object with a composite security strength or if they require distinct
lifecycle management.

1. Migration Sequencing: Provide a high-level operational framework:

e Phase 1: Inventory cryptographic assets and discover classical dependencies.
e Phase 2: Hybrid deployment for key establishment (Classical + PQC).

e Phase 3: Data-at-rest re-encryption with PQC-secured KEKs.

e Phase 4: Classical algorithm deprecation after the confidence period.

Comment 3: Ephemeral Key Storage in CI/CD and DevOps Pipelines

Reference: Section 5.2.2.7 (Keying Material Storage Media and Mechanisms)Observation: The
new section on keying material storage is a valuable addition. However, it does not adequately
address ephemeral keys used in CI/CD pipelines (e.g., for signing software artifacts), which exist in
a "grey area" between long-term storage and session keys.Recommendation: Expand Section
5.2.2.7 to address short-lived identity keys.Proposed Addition:> For automated pipelines (CI/CD),
the use of ephemeral, short-lived keys, generated inside a trusted execution environment (TEE) or
HSM and destroyed immediately after the signing operation, is recommended over retrieving static
long-term keys from storage.

Comment 4: Usability Enhancement for Algorithm Status Reference

Reference: Change note indicating time frames for algorithm approval status have been removed
and replaced with references to SP 800-131AObservation: While referencing SP 800-131A for
algorithm transition timelines is appropriate for long-term maintainability, it reduces immediate
usability for practitioners who need a quick reference without cross-document
lookup.Recommendation: Include an Informative Annex (clearly dated and marked as valid only
as of publication) that summarizes:

18
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e Currently approved algorithms with expected longevity.
e Algorithms in transition (deprecated but still permitted).
e PQC algorithms and their current readiness status.

Rationale: This improves usability for practitioners without contradicting the authoritative status in
SP 800-131A.

Thank you for your work on this important standard and for the opportunity to provide input.

Sincerely,Niranjan Kumar Sharma
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6. Comments from Dr. Biju Bajracharya, 2/2/2026

Dear Cryptographic Technology Group,
I hope you are doing well.

I am writing to submit my public comments on the Draft NIST Special Publication 800-57
Part 1, Revision 6. Thank you for the opportunity to review and provide feedback on this
important document.

I have included my comments below for your consideration. Please feel free to contact me
if any clarification would be helpful.

1. Partial Key Exposure Models (§4.1, §4.2)

The discussion of key compromise in §54.1-4.2 implicitly treats compromise as a binary
condition (Secure vs. Compromised). In practice, many realistic adversarial models involve
partial key exposure, derived key leakage, or structural leakage, such as exposure of
subsets of key material, projections, or correlated representations.

It may be helpful to acknowledge, in a non-normative way, that such partial exposure
models exist and that implementations should consider whether limited leakage
meaningfully affects effective security in their context.

2. Key Length and Key Structure (§5.1)

The emphasis on key length as the primary indicator of security strength is appropriate.
However, in some implementations—particularly constrained or embedded
environments—the structure or representation of keys can also influence effective
security.

A brief note indicating that unintended structural regularities or restricted generation
spaces may reduce effective entropy would improve clarity, without changing the existing
guidance on key sizes.
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3. Cryptoperiods and Crypto Agility (§5.3, §6.1)

The discussion of cryptoperiods is clear and useful. One possible improvement would be
to more explicitly relate cryptoperiod selection to crypto agility, especially during
transitions between cryptographic algorithms.

In my view, shorter cryptoperiods and flexible rekeying mechanisms can help limit
exposure during algorithm transitions, including post-quantum migration.

4. Informative Intuition on Structure-Preserving Attacks (Informative Appendix)

As an informative (non-normative) addition, it may be useful to note that many
cryptographic attacks take advantage of structure that is preserved under transformation
or partial observation.

Including this intuition could help reinforce the existing guidance on randomness, key
derivation, and key separation, particularly for system designers and evaluators.

Thank you again for your continued work on maintaining and evolving NIST’s cryptographic
guidance.

Best regards,

Biju Bajracharya, Ph.D.

Associate Professor of Computing-Cybersecurity
Department of Computing

East Tennessee State University
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7. Comments from OpenPolicy (Gabrielle Gerecht), 2/3/2026

Dear NIST Key Management Team,

OpenPolicy is pleased to submit our comments on the Initial Public Draft of SP 800-57 Revision 6,
Recommendation for Key Management: Part 1 — General.

We appreciate NIST’s continued leadership in modernizing foundational cryptographic guidance
and for the opportunity to provide input at this stage. Our comments are intended to support risk-
based decision-making and alignment with real-world key management practices across cloud-
native, automated, and post-quantum-transitioning environments.

As NIST’s work on SP 800-57 and related cryptographic standards continues to evolve, we would
welcome the opportunity to discuss our feedback and are happy to engage further or clarify any of

the points raised in our submission.

Best,

Gaby Gerecht

Director, Cybersecurity & Al Policy
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Feb 3, 2026

To: The National Institute of Standards and Technology (NIST), via
keymanagement@nist.gov

OpenPolicy Comment on NIST SP 800-57r6
Recommendation for Key Management: Part 1 — General

Introduction

OpenPolicy appreciates the opportunity to provide comments on the Initial Public Draft of
NIST Special Publication 800-57 Revision 6. We commend NIST for continuing to modernize
foundational key management guidance at a time when cryptographic systems are
undergoing significant transition driven by cloud-native architectures, increased
automation, and the emergence of post-quantum cryptography (PQC).

Revision 6 reflects important progress in aligning cryptographic key management guidance
with contemporary operational realities. In particular, the draft’s treatment of cryptographic
agility, algorithm transitions, and post-quantum considerations provides a strong
foundation for organizations planning long-term cryptographic risk management. As
systems increasingly rely on ephemeral infrastructure, automated workflows, and
heterogeneous cryptographic deployments spanning software, hardware, embedded
devices, and cloud services, clear and actionable guidance on key lifecycles, assurance, and
governance is increasingly critical to ensuring cryptographic controls remain effective in
practice.

Our comments build on OpenPolicy’s prior engagement with NIST across software, Al, and
cybersecurity initiatives and ongoing participation in federal efforts to modernize secure
development, supply chain security, and risk management practices. As a coalition
committed to advancing secure, resilient, and transparent technology ecosystems,
OpenPolicy works closely with federal agencies, academic institutions, and innovative
technology providers to help shape scalable, forward-looking approaches to software and
emerging technology governance.

These comments are submitted on behalf of OpenPolicy’s coalition of cybersecurity and
cryptography-focused companies, including PQShield, Wiz, Snowflake, Kiteworks, Armis,
Infoblox, and others representing deep expertise across cloud security, key management
systems, embedded and hardware-backed cryptography, post-quantum transitions, and
large-scale operational deployments. Our feedback is informed by hands-on experience
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implementing key management controls in dynamic, production environments and is
intended to support NIST in ensuring SP 800-57 remains both authoritative and practical
across sectors and deployment models.

1. Distinguishing Key Roles and Cryptoperiods in Post-Quantum Contexts
Relevant Sections: 4.1.1, 4.3, 4.3.3.1, 4.3.6

As post-quantum cryptography transitions from standardization into production
deployments, the same algorithm families are increasingly used across materially different
key roles. SP 800-57r6 reflects this shift by explicitly distinguishing keys used for
automated key establishment from those used for key storage and key wrapping, and by
recognizing key-encapsulation mechanisms (KEMs) as first-class key types. This provides a
strong structural foundation for role-aware key management.

To further support consistent implementation, additional guidance would help clarify how
these distinctions should be applied in operational environments. In practice, the same
post-quantum algorithm may be deployed in both high-frequency communications
contexts and long-term storage or key-wrapping contexts, with very different exposure
profiles and security objectives. Section 4.3.3.1 appropriately notes that keys protecting
communications often warrant shorter cryptoperiods than those protecting stored data,
but implementers would benefit from more explicit direction on how this principle extends
to modern automated and post-quantum deployments. In many environments,
key-establishment artifacts and session keys are ephemeral or tightly scoped to
individual transactions, while storage and wrapping keys may need to preserve
confidentiality and recoverability over extended periods. Making this distinction more
explicit would help organizations avoid applying uniform cryptoperiods or protection
requirements across roles that differ materially in risk and usage.

We therefore recommend clarifying, in several targeted locations, how key role should
inform cryptoperiod selection and key management decisions. In Section 4.11, NIST could
note that keys serving different functions may warrant different cryptoperiods, reuse
constraints, and protection mechanisms, even when the same underlying algorithm is used.
In Section 4.3, NIST could further clarify that cryptoperiods may be defined not only by
elapsed time but also by usage or invocation limits, particularly in automated
key-establishment contexts where effective exposure is bounded by sessions or
transactions rather than calendar duration. In Section 4.3.6, a note near the KEM-related
recommendations could distinguish high-frequency key establishment from long-lived
storage and wrapping, and explain how that distinction should influence cryptoperiod
assignment and key handling.
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These clarifications would build on the draft's existing structure and terminology, while
helping organizations translate the revised taxonomy into consistent, risk-appropriate key
management practices across both classical and post-quantum systems.

2. Accounting for Long-Term Confidentiality and “Harvest-Now, Decrypt-Later” Risk
Relevant Sections: 4.3, 4.3.3.1

Adversaries may collect encrypted data today and decrypt it later once cryptographically
relevant quantum capabilities become available. SP 800-57r6 recognizes this dynamic and
notes that encrypted information exposed to unauthorized parties may be retained for later
decryption.

To further support practical implementation, additional clarity would be helpful in how
these considerations are reflected in the guidance on communications versus storage in
Section 4.3.31. That section currently explains longer cryptoperiods for stored data
primarily in terms of the operational burden of re-encryption. In post-quantum transition
contexts, implementers are increasingly evaluating cryptoperiods not only on re-encryption
cost but also on how long confidentiality must be preserved as cryptanalytic
capabilities evolve. Elsewhere, the draft emphasizes that cryptoperiod determination
should account for the security life of the data, and it notes that when required security life
exceeds an assigned cryptoperiod, cryptographic protection may need to be reapplied
using stronger algorithms or keys. Bringing these concepts into closer alignment within
Section 4.3.3.1 would help organizations more directly connect cryptoperiod decisions to
long-term confidentiality objectives.

We therefore recommend using Section 4.3.3.1 to explicitly treat confidentiality lifetime
and anticipated cryptanalytic change as first-order inputs to cryptoperiod
determination and algorithm selection for keys protecting long-term sensitive data. This
clarification would reinforce that, while communications keys are often short-lived in
operational terms, the confidentiality of captured communications may be long-lived. In
such cases, the algorithm and parameter choices used to apply cryptographic protection
should align with the full security life of the data, rather than only the operational lifetime of
the key. Making this relationship explicit in Section 4.3.3.1 would help ensure that
cryptoperiod decisions are not treated solely as efficiency tradeoffs, but as integral
elements of long-term risk management.

Finally, we suggest reinforcing within Section 4.3 that quantum-enabled “harvest-now,
decrypt-later” scenarios can alter traditional intuitions about cryptoperiod length. In such
models, even brief operational use of an algorithm whose security lifetime does not fully
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cover the data’s confidentiality requirements may result in long-term exposure if protected
ciphertext remains valuable and accessible.

3. Practical Use of Post-Quantum Security Strength Categories
Relevant Section: Appendix C

By anchoring post-quantum security categories to well-understood symmetric primitives,
Appendix C provides a useful common reference point for comparing algorithms,
evaluating performance tradeoffs, and planning transitions over time. The discussion of
alternative metrics and assumptions, including MAXDEPTH-based models and comparisons
to AES and SHA-3 security levels, further illustrates the range of factors that may influence
long-term security assessments.

To further support practical adoption, additional guidance would strengthen
implementation clarity by explaining how organizations should apply these security
strength categories. In practice, selecting post-quantum algorithms and parameter sets
involves balancing multiple considerations, including security margin, performance and
bandwidth overhead, operational complexity, and the expected lifetime of both the system
and the data it protects. While Appendix C clearly explains the purpose and construction of
the categories, implementers would reduce the risk of inconsistent interpretation by clearer
direction on how category selection should be informed by these factors and revisited
over time as assumptions evolve.

We therefore recommend adding guidance clarifying how the security strength
categories can be used as a planning tool for managing uncertainty. In particular, the
appendix could note that higher security strength categories may be appropriate where
protected data has long confidentiality lifetimes, systems have long operational lifecycles or
limited upgradeability, or higher assurance is required due to mission impact. Conversely,
lower categories may be appropriate for lower-impact systems or data with shorter
sensitivity lifetimes, provided that cryptoperiods, compensating controls, and transition
plans are aligned with those choices. For keys used to protect stored data or other keys
with long confidentiality requirements, organizations may wish to favor post-quantum
algorithms or parameter sets corresponding to higher security strength categories to
provide additional margin against future cryptanalytic advances.

Consistent with Appendix C's acknowledgment that post-quantum security estimates
depend on evolving assumptions, the guidance should also encourage periodic
reassessment of category selections as cryptanalytic techniques, implementation
experience, and threat models develop. Making this expectation explicit would help
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organizations treat the categories not as fixed classifications, but as inputs to an ongoing,
risk-informed decision process.

4. Algorithm Deprecation, Transition Timelines, and Operational Planning
Relevant Sections: 4.6.3, 4.6.5

Cryptographic algorithms and key sizes inevitably lose security over time as computational
capabilities and cryptanalytic techniques advance. SP 800-57 appropriately defers
authoritative algorithm approval status and transition timelines to SP 800-131A while
describing how changes in algorithm status affect cryptoperiods, originator-usage periods,
and recipient-usage periods. This separation of responsibilities avoids embedding fixed
timelines in SP 800-57 and supports the long-term maintainability of the guidance as
cryptographic standards evolve.

In practice, however, SP 800-57 is frequently used as the primary reference when
organizations define cryptoperiods, plan key rotation, and determine how long protected
data must remain decryptable or verifiable. Because these decisions are often made using
SP 800-57 as the starting point, clearer signaling within SP 800-57 would help ensure
that cryptoperiod and lifecycle planning are consistently informed by the algorithm
approval status and transition timelines maintained in SP 800-131A.

Sections 4.6.3 and 4.6.5 already describe the mechanics of algorithm deprecation and the
consequences of declining security strength, including the termination of originator-usage
periods, the handling of legacy use, and the risks associated with continued reliance on
weakened algorithms. To make this guidance more actionable at design time, we
recommend explicitly highlighting how algorithm approval status should be considered
when cryptoperiods and key lifecycles are initially defined. For example, when assigning
cryptoperiods for keys used to protect long-lived data or to support large-scale, long-lived,
or difficult-to-update systems, SP 800-57 could encourage organizations to consult SP
800-131A to determine whether the selected algorithm or key size is expected to transition
to deprecated or disallowed status during the intended cryptoperiod. Where such overlap
exists, organizations could be encouraged to shorten cryptoperiods, select stronger
algorithms or parameters, or plan migration and re-protection activities in advance.

We therefore recommend strengthening SP 800-57 by adding clearer, contextual
references to SP 800-131A at key decision points in Sections 4.6.3 and 4.6.5, explicitly
linking algorithm approval status to cryptoperiod selection, key replacement timing, and
migration strategy. Making this linkage more explicit would reinforce the operational
implications already described in Section 4.6.5, and would help organizations align
cryptoperiod and lifecycle decisions with known transition guidance, reducing the likelihood
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of emergency re-encryption, large-scale key revocation, or rushed migrations when
algorithm status changes.

5. Cryptographic Agility and Hybrid Transition Strategies
Relevant Section: 4.6.4

Cryptographic transitions rarely occur as discrete, one-time events. In operational
environments, algorithm changes typically unfold over extended periods during which
legacy and replacement algorithms coexist across different system layers, components, and
stages of the data and key lifecycle. This is particularly common in large-scale
infrastructures, distributed systems, environments with long-lived data, and deployments
with constrained or asynchronous upgrade paths. During these periods, organizations often
rely on interim or hybrid approaches, such as supporting multiple algorithm suites in parallel
or negotiating classical and post-quantum mechanisms simultaneously, to balance security
objectives, interoperability requirements, and ecosystem readiness.

We recommend explicitly acknowledging hybrid and interim transition strategies within
Section 4.6.4 as a common and often necessary feature of cryptographic migration,
particularly during the transition to post-quantum cryptography. Such clarification should
emphasize that while hybrid approaches can support continuity and interoperability, they
introduce additional complexity and must be carefully designed and governed. In particular,
the guidance should reinforce that overall system security in a hybrid construction is
bounded by the weakest algorithm, parameter set, or key management practice in use, as
well as by the correctness of cryptographic component composition and enforcement.
Making this relationship explicit would help organizations avoid unintended security
degradation caused by misconfiguration, inconsistent policy enforcement, or prolonged
reliance on legacy mechanisms beyond their intended scope.

We also recommend more directly linking cryptographic agility to enterprise key
management practices within Section 4.6.4. Transitions to new algorithms and key sizes
frequently require coordinated changes to key types, key-establishment protocols,
cryptoperiods, and supporting infrastructure. Explicitly highlighting the role of key and
certificate lifecycle management, including controlled rotation, revocation, re-protection of
stored data, and timely replacement of deprecated or compromised keys, would reinforce
that cryptographic agility is achieved through coordinated management of algorithms,
keys, metadata, and operational processes. This linkage is especially important during
hybrid states, where organizations must precisely control which keys and algorithms are
authorized to apply new cryptographic protection while continuing to support legacy
processing where required.
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By explicitly recognizing hybrid transition strategies and reinforcing the relationship
between cryptographic agility, key management, and correct cryptographic composition,
Section 4.6.4 can more clearly guide organizations through the extended, non-linear
transitions that characterize real-world cryptographic change.

6. Ephemeral Keys and High-Frequency Key Establishments
Relevant Section: 4.3

Shorter cryptoperiods generally enhance security by limiting the amount of material
available for cryptanalysis, reducing exposure if a key is compromised, and constraining the
time window in which adversaries can penetrate the controls protecting keying material. In
many modern deployments, particularly in cloud-native and highly automated
environments, cryptographic keys are ephemeral by design. Containerized services,
serverless functions, service meshes, and microservice architectures frequently generate
keys for a single session, transaction, or short-lived workload and destroy them immediately
after use. This model is also common for session keys and derived symmetric keys
established through automated key-establishment mechanisms, including KEM-based key
establishment in post-quantum contexts. In these environments, the effective cryptoperiod
of certain keys is measured not in days or months, but in single protocol executions,
bounded usage counts, or very short operational intervals. The draft already reflects
aspects of this model through its discussion of originator-usage and recipient-usage
periods, its observation that communications protection and processing may occur in close
temporal proximity, and its explicit recognition of key types whose cryptoperiod is limited
to a single key-agreement or key-establishment transaction.

To further align the guidance with current operational practice, we recommend adding a
concise clarification in Section 4.3, noting that cryptoperiods may, in some cases, be
defined in terms of single sessions, transactions, or operations rather than fixed time
intervals. This clarification could also emphasize that ephemeral key usage is an effective
and preferred pattern when supported by secure, automated key establishment and
reliable key destruction mechanisms. Such guidance would reinforce the draft's existing
recognition that cryptoperiods may be based on non-time-based measures and would
reflect the broader observation that, as cryptographic primitives strengthen, operational
controls increasingly determine overall exposure.

We further suggest explicitly tying this clarification to the draft's existing discussion of
communications versus storage in Section 4.3.31 and to the transaction-scoped
cryptoperiod examples already included in Table 1. By acknowledging ephemeral key usage
as a first-class and recommended model where appropriate, SP 800-57 can more clearly
guide organizations toward cryptoperiod practices that are both secure and operationally
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practical, particularly in environments characterized by high-frequency key establishment
and dynamic workloads.

7. Key Storage, Protection, and Metadata across Heterogeneous Environments
Relevant Sections: 5.2.2.7, 5.2.3

Keying material may reside across a wide range of storage media and execution contexts,
including software and hardware implementations, validated cryptographic modules, HSMs,
TPMs, RAM, external digital media, and physical media. SP 800-57 emphasizes that key
material must be protected at an appropriate security strength whenever it exists outside a
protected cryptographic boundary. The discussion of cryptographic module security levels
and the differentiation of protection expectations under FIPS 140-3 provide a useful
foundation for aligning key storage decisions with threat models and operational risk.

To further support implementation across modern systems, additional clarity would be
helpful for environments that fall outside traditional enterprise HSM deployments. Many
embedded, edge, and resource-constrained systems rely on alternative hardware trust
anchors that provide meaningful isolation and key protection but do not fit neatly into
conventional HSM models. These include secure elements, hardware-backed keystores, SoC
trust zones, and protected execution environments. Explicitly recognizing these deployment
patterns would help organizations map SP 800-57's storage and protection guidance to
heterogeneous environments already in scope.

In cloud-native deployments, cloud-managed key management services and cloud-hosted
HSM offerings often function as the primary cryptographic trust anchor. When
FIPS-validated and configured in accordance with organizational risk requirements, these
services can fulfill the key protection expectations described in Section 5.2.2.7. In practice,
such services enforce access control, cryptoperiods, and audit logging at the control plane
rather than exposing key material to individual hosts. Clear guidance encouraging
consistent application of access policies, cryptoperiods, and logging controls across cloud
providers would support uniform protection in multi-cloud environments and reduce
operational risk arising from configuration drift or vendor-specific assumptions.

At the same time, metadata-driven key identification and lifecycle enforcement are
increasingly foundational to scalable key management, particularly in heterogeneous and
highly automated environments. Section 5.2.3 enumerates metadata elements such as key
identifiers, algorithm association, ownership or sponsorship, cryptoperiod boundaries, key
state, revocation history, and associations with wrapping or decapsulation keys. As
cryptoperiod enforcement, rotation, revocation, destruction, and algorithm migration are
increasingly automated, consistent and integrity-protected metadata becomes the primary
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mechanism for ensuring that keys are used only for authorized purposes and transitioned
correctly over time. In distributed environments spanning cloud services, on-premises
systems, embedded devices, and long-lived operational technology, metadata also plays a
central role in auditability and governance.

In heterogeneous and multi-cloud environments, misconfiguration and policy drift across
key management systems represent a significant source of cryptographic risk. Differences
in default configurations, access control models, logging behavior, and lifecycle
enforcement semantics can lead to inconsistent protection of keying material over time.
Explicitly recognizing this risk would help organizations prioritize consistent policy
enforcement, centralized visibility, and continuous validation of key management controls
across environments.

We therefore recommend expanding Sections 5.2.2.7 and 5.2.3 in three targeted ways.

First, within Section 5.2.2.7, explicitly recognize that in constrained or embedded
environments where traditional HSMs may not be available, alternative hardware-based
protections and protected execution environments are commonly used to store and
handle keying material, and that organizations should ensure these mechanisms provide
confidentiality and integrity protections appropriate to the operating environment and
intended security objectives.

Second, within Section 5.2.2.7, explicitly acknowledge that cloud-native key
management services and cloud-hosted HSM offerings, when FIPS-validated and properly
configured, can satisfy the key protection expectations. Guidance should encourage
consistent application of access controls, cryptoperiods, and logging configurations across
cloud providers, and promote interoperable key policies and inventories to support
multi-cloud deployments and reduce operational risk associated with inconsistent
configurations or vendor lock-in. Audit logs for key usage and administrative actions should
be aggregated centrally across environments to support misuse detection, policy
enforcement, and incident response.

Third, within Section 5.2.3, emphasize that consistent, integrity-protected metadata is
essential not only for correct key usage and association, but also for automated lifecycle
governance.

8. Automation as a Baseline for Key Lifecycle Management
Relevant Section: 7

SP 800-57 appropriately emphasizes metadata as a critical enabler of key selection, state
tracking, auditing, and lifecycle governance, underscoring that effective key management
depends on consistent lifecycle control in addition to correct cryptographic operation. This
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framing aligns well with modern key-management architectures, where policy and lifecycle
decisions are increasingly driven by system state rather than manual intervention.

In contemporary deployments, particularly for those operating at scale, cryptographic key
lifecycles are highly dynamic. Organizations routinely manage large numbers of keys across
cloud services, hardware-backed cryptographic modules, embedded devices, and
ephemeral workloads, with keys being generated, activated, rotated, retired, and destroyed
on a continuous basis.

To better reflect this operational reality, we recommend that Section 7 explicitly
encourage automation as the baseline mechanism for enforcing cryptographic key
lifecycles wherever feasible. This includes automated key generation and registration,
activation and suspension, cryptoperiod enforcement, rotation and replacement, revocation
and de-registration, archival and recovery where required, and secure destruction once
keys are no longer needed. Automated lifecycle enforcement supports the objectives
already articulated in SP 800-57 by reducing reliance on manual processes, ensuring that
keys do not remain active beyond their authorized usage periods, enabling timely response
to compromise, and supporting coordinated transitions when algorithms or key sizes are
deprecated.

We further recommend linking lifecycle automation to the draft's metadata framework.
As described in Section 7, keys transition between phases and states based on conditions
such as cryptoperiod expiration, compromise, or administrative change, and these
conditions are typically represented and tracked through metadata. Emphasizing
metadata-driven policy enforcement would clarify how automated systems can reliably
determine when keys may be used, when they must be retired, and when destruction is
required, even across heterogeneous environments and multiple key-management systems.
Making this linkage more explicit would help organizations implement the lifecycle model
described in SP 800-57 in a scalable and auditable manner.

In highly automated and cloud-native environments, effective key lifecycle enforcement
depends not only on correct execution of rotation, revocation, and destruction actions, but
also on timely detection of anomalous or unauthorized key usage. While SP 800-57
emphasizes auditability and periodic review, implementers increasingly rely on audit logs,
metadata, and usage telemetry to detect unexpected invocation patterns, policy violations,
or misuse that may indicate key compromise or misconfiguration. Explicitly recognizing
detection as a first-class input to key state transitions, such as suspension, revocation,
or accelerated rotation, would strengthen the linkage between Sections 4, 7, and 8 and
better reflect modern operational key management practices.
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9. Identity-Bound Keys and Control-Plane Enforcement
Relevant Sections: 8.1, 8.2, 8.4

Modern cryptographic systems increasingly operate in environments where non-human
identities (NHIs) far outnumber human users and are responsible for a substantial share of
cryptographic operations. These identities routinely generate, access, and use
cryptographic keys to establish secure communications, protect data, and authenticate
actions across distributed systems. In such environments, the security of cryptographic
keys depends directly on accurate identity binding and consistent access enforcement.
Scoping keys to specific identities reduces blast radius, improves accountability, and
aligns key management practices with least-privilege and Zero Trust principles.

Section 8.1 establishes that all key and metadata management functions must be initiated
by authenticated and authorized entities, and that access to keys should be recorded for
both routine and emergency review. To further support implementation in modern
environments, additional clarity would be helpful in explicitly recognizing that many
requesting entities are automated systems rather than human users. Reinforcing the
expectation that keys are owned by specific identities, whether human, organizational, or
non-human, and sponsored or governed by an accountable authority would strengthen the
access-control model. Explicitly acknowledging owner—sponsor relationships would help
ensure that authorization decisions, audit records, and revocation actions remain clearly
attributable even when keys are used by automated systems, services, or devices rather
than individual users.

The discussion of certificate inventories in Section 8.2.2 reinforces the need for visibility. By
requiring inventories that capture certificate ownership, location, and validity periods, the
draft addresses a common source of outages and security incidents. Making this
guidance more explicit for NHIs would further strengthen the applicability of the inventory
requirements to modern architectures.

Section 8.4 emphasizes that access control and inventory alone are insufficient without
continuous oversight. Periodic audits, reassessment of protective mechanisms, and regular
review of audit logs are essential to ensuring that keys and metadata are accessed only as
authorized. In cloud-native environments, these functions are often implemented at
the key management service control plane rather than at individual hosts or applications.
Aggregating audit logs for key usage and administrative actions centrally across
environments supports misuse detection, policy enforcement, and incident response, while
reducing key exposure and simplifying governance in dynamic and ephemeral
infrastructures.
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We therefore recommend reinforcing three related points across Sections 8.1, 8.2, and 8.4.
First, explicitly encourage identity-bound key ownership, including for NHIs, so that keys
are scoped to specific services, devices, or processes and can be revoked or replaced with
minimal collateral impact. Second, emphasize the importance of unified or federated key
and certificate inventories that provide consistent visibility across multiple key
management systems and environments, supporting effective cryptoperiod monitoring,
incident response, and algorithm transition planning. Third, recognize control-plane
enforcement models used by cloud-native key management services as an effective
means of implementing access control and auditing, particularly in dynamic and ephemeral
environments.

10. Assurance, Entropy, and Post-Quantum Implementations
Relevant Sections: 3.4, 4.4.1-4.4.4

Post-quantum cryptographic algorithms differ materially from classical public-key systems
in their key sizes, parameter structures, and sensitivity to randomness quality. As a result,
the security of post-quantum deployments depends not only on correct algorithm
selection, but also on the quality of entropy sources, random bit generation, and assurance
processes used throughout key generation and validation. These considerations are
especially important in embedded, hardware-accelerated, and resource-constrained
environments, where entropy availability may be limited, implementations may vary across
platforms, and cryptographic operations are often offloaded to specialized hardware or
firmware.

To further support robust post-quantum implementations, additional emphasis on the
relationship between entropy quality, assurance processes, and the intended security
lifetime of protected data would be helpful. In particular, SP 800-57 could state that
entropy sources and random bit generators should be selected not only to meet the
nominal security strength of the algorithm in use, but also to support the intended
post-quantum security category and confidentiality lifetime of the system. This clarification
is especially relevant in constrained or embedded environments, where entropy sources
may be intermittent, biased, or derived from hardware mechanisms with varying assurance
characteristics. Explicitly linking RBG selection and health monitoring to post-quantum
parameter sets would help organizations ensure that implementations consistently achieve
their intended security strength.

We also recommend clarifying that the assurance processes described in Sections 4.4.1
through 4.4.4 should explicitly account for post-quantum implementation characteristics.
For example, assurance of algorithm-parameter validity and public-key validity should
include scheme-specific checks defined in the relevant post-quantum FIPS standards, and
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assurance of private-key possession should consider implementation-level risks such as
side-channel exposure during key validation or decapsulation operations. This would help
implementers understand that post-quantum assurance builds on, but is not identical to,
classical validation practices.

Conclusion

SP 800-57 Revision 6 provides a solid foundation for modern cryptographic key
management, particularly as organizations prepare for post-quantum transitions and
increasingly automated, heterogeneous environments. The clarifications recommended in
this submission are intended to strengthen the guidance's operational applicability by
making explicit how cryptographic roles, cryptoperiods, algorithm transitions, automation,
identity binding, and assurance considerations should be applied in practice.

We appreciate the opportunity to contribute to this process and look forward to continued
engagement as NIST refines SP 800-57 to support secure, scalable, and forward-looking
key management across evolving systems and threat landscapes.

Respectively,

/s/ Gabrielle Gerecht

Gabrielle Gerecht

Director, Cybersecurity & Al Policy
OpenPolicy

/s/ Michelle Sahar
Michelle Sahar
Head of Policy, OpenPolicy

/s/ Dr. Amit Elazari

Amit Elazari
Co-Founder and CEO, OpenPolicy

openpolicy.co info@openpolicy.co
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8. Comments from Google (Victor Escobedo), 2/4/2026

Please find attached Google's comments to NIST 800-57 Key Management Rev 6 Part 1.

Sincerely,

Victor Escobedo

[Attachment:] NIST 800-57 Key Management - February 2026
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Public Comments on NIST SP 800-57pt1r6 (ipd)

Encryption" hierarchies ensures the
document aligns with industry-
standard cryptographic patterns for
separating key
establishment/wrapping functions
from data protection functions.

Type
Com;nent (gﬁtr:er:::; Section ?j:::‘f Comment (include rationale)* Suggested Change*
Technical)

1 te 4.1 753 The draft defines 29 distinct key types | Add after Section 4.1 'Key Types and
(e.g., "Public static encapsulation Other Information':
key," "Private decapsulation key"). "Note: In automated Cloud Key
Cloud providers use a simplified Management Systems, these key types
model ("CryptoKeys" with attributes) may be implemented using flexible
rather than distinct APl resources for primitives (e.g., generic 'CryptoKeys'
every NIST type. with usage attributes) provided that the

system enforces policy restrictions that

Clarifying that the 29 key types align with the specific key usage
represent functional categories rather | defined herein."
than mandated implementation
distinctions.

2 te 4.1.1 759 Explicitly referencing "Envelope Add after section 4.1.1:

"Note: Key separation requirements
may be satisfied by hierarchical
models (e.g., Envelope Encryption)
where a Key-Wrapping Key protects
ephemeral Data-Encryption Keys,
ensuring that long-term keys are never
used for direct data encryption.”
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te 4.6.4 2052 This update to Section 4.6.4 defines Add within section 4.6.4:
Hybrid Keys (composite structures "Transitional strategies may employ
pairing classical and post-quantum 'Hybrid Keys'—composite key
components) to include a formal structures combining classical and
transitional strategy that aligns with quantum-resistant components—to
emerging industry adoption. provide defense-in-depth during the
migration period. Such keys should be
treated according to the protection
requirements of the most sensitive
component."
te 8.5.4 4424 In Section 8.5.4, explicitly Add within section 8.5.4:

acknowledge the distinction between
rotating the key (which can be
automated) and distributing the trust
anchor (which often cannot) for clarity
and accuracy.

"While automated generation of new
keys is preferred, it is recognized that
the distribution of new public trust
anchors (e.g., root CA certificates) to
relying parties often requires out-of-
band validation or manual update
cycles. In such cases, 'automated
rotation' refers to the system's ability to
generate and make available the new
key, while distribution may remain
procedural.”
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Public Comments on NIST SP 800-57pt1r6 (ipd)

9. Comments from AWS Cryptography, Amazon (Panos Kampanakis, Jeremy

Stieglitz), 2/4/2026

Dear NIST Review Board,

Section 4.3 should include a special call out regarding HBS Signature Public/Private key or
Authentication Public/Private key cryptoperiods. SP800-208 LMS/XMSS single trees (no
hypertree) can sign small amounts of messages for certain parameters and using the
keypair beyond that could be impossible or detrimental depending on the failure. For SLH-
DSA, the limitis higher at 2*64, which is not as concerning. But NIST has shared that itis
going to also standardize smaller parameters for SLH-DSA (e.g. 2*24), which means that
depending on signing rates, the signer could run out of signatures (e.g. <200 days when
signing once per second). SLH-DSA's security does not immediately collapse if you go
beyond the limit, but signers do need to keep track. This paradigm did not exist with other
signature schemes in the past. So, the text could have a special mention of these limits
when modeling cryptoperiods for stateful or stateless HBS signatures. A simple technique
could consider the average rate of signing to set the cryptoperiod or even tracking the
signature counts.

Including the security categories and breaking down the categories for each algorithm in
Section 4.6 is beneficial although it duplicates information that ought to stay in sync in the
NIST publications laying out these algorithms. But Table 4 does not include the new
security category definitions of each scheme; it would be beneficial to include them there
as well.

Line 2184 could also call out the nuance about algorithms specific data or message
bounds when picking an algorithm. Examples could include blockciphers total block or
invocation limits or hash-based signature total count limits. Each scheme’s data bounds
details are usually included in the specification of each algorithm, but a user should
consider them regardless. Such choice examples could be when picking SLH-DSA /
LMS/XMSS vs ML-DSA / RSA by considering the expected signature counts or AES-GCM vs
CHACHA-POLY by considering the plaintext message and size.

Regards,

Panos Kampanakis, Jeremy Stieglitz
AWS Cryptography
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10.Comments from Bank of America (Ryan Appel, Caitlin Lyons, David Celio),

2/4/2026

Hello NIST,
Please see the attached PDF for our comments on the IPD of NIST SP 800-57 part 1.
Thank you,

Ryan Appel
Bank of America
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Note

Hello NIST,

The following Comments represent the analysis of the new revision of the standard as a whole.
We have tried to keep the comments to those we felt were most impactful. We appreciate your
review.

Comments

Section 1
Line 400

Although the inclusion of “Initialization Vectors” in the definition for Keying material is not new
to this standard, other uses of the protection of “Keying material” throughout the document leave
room for concern as to the capability of technology to meet those requirements, as will be
discussed below.

The definition of “Keying Material” may need to be further clarified (text below in red) to say
something along the lines of: “Keying material includes a cryptographic key and other material
(e.g., an Initialization Vector or algorithm parameters) to be used during the execution of a
cryptographic algorithm, whose resulting output is a cryptographic key.”

Section 4
Line 1448-1527

In previous revisions of this standard, cryptoperiod for data encryption / key encryption was
based upon a recommended timeframe. That has changed with this revision.

Although we see the value of not requiring key rotation based upon a period of time alone, we do
not believe that only limiting it to the amount of data / keys that are protected by the key in
which the cryptoperiod is enough, which is what the draft currently suggests.

Our request for this section is that there is a maximum suggested amount of data / keys that are
protected in addition to a maximum number of years/amount of time, and choosing whichever is
reached first.

As an example: a Data Encryption Key (for data at rest):

e “The amount of information that is encrypted using a single data-encryption key should
be limited so that a compromise of the key does not expose vast amounts of information
... A key may be limited to whichever is reached first between a Maximum of:
o 1 file system, one dataset, or one database,
o 1 TiB of data,
o Alifetime of 2 years”



The essential idea with this is that a key should be limited by lifetime and data or lifetime and
keys. The reason for this is that a DEK may only be used to encrypt a single database (for
example in many DBMS using TDE, a single key is used to encrypt an entire Database or
sometimes a single table in a database). Alternatively, a key may be used to encrypt an entire
filesystem, or it can be used to encrypt a single file. All of these have vastly different risks
associated with them.

A KEK may also be used only to encrypt a small set of keys, but may also encrypt a large set of
keys, and if the DEKs have no requirement to rotate ever, the KEKs may never rotate as written.

Without a requirement (or recommendation) to rotate a key over a period of time, there is less
push for developers of applications / systems to be able to rotate a key, because the argument can
be made that key rotation is unnecessary, resulting in no ability to do so.

When considering the principle of crypto agility, the ability to quickly rotate keys/swap out
algorithms is paramount. With no time-bound guidance regarding key rotation, system designers
may de-prioritize such capabilities, creating unintended consequences for ability to rotate keys in
the event of suspected compromise or to address agility needs.

Line 1691-1693
It might be prudent to extend the “time” a key is in plaintext form, to the number of locations in
which a key is in plaintext form.

For example, a DEK which is encrypted by an HSM level KEK can be stored in multiple
locations (say 10 equivalent servers, which all store data on a NAS drive and encrypt the data
before writing the data to the NAS). If any of the 10 are compromised, then the key inside is at
risk of compromise, and so all of the 10 keys on all 10 servers will possibly need to be rotated.

If it were that the key was only in one location (say one of the ten servers), this would limit the
scope of key compromise as if any of the other 9 servers could have been compromised and the
key remain non-compromised.

While limiting the time a key remains in plaintext form may reduce the likelihood of key
compromise, limiting the number of locations would reduce both likelihood and consequences of
such a compromise.

Line 1711

There could be an additional suggestion as well for automated monitoring / reporting invalid
access of a plaintext key. For example, a plaintext key stored in a file should only be accessible
by a server process. If a human administrator opens and reads the file, automated monitoring and
reporting to the appropriate party can result in an immediate compromise-recovery action.

Line 1818
Unsure if it’s worth inclusion, but NIST SP 800-232 section 4.4 discusses security properties of
Ascon-AEADI128 and the cases in which that <128-bits of security strength are provided. It



might be worth mentioning for complete transparency that in some cases, Ascon-AEAD128 does
not provide a security strength of category 1, and provide a reference to the above mentioned
standard and section.

Section 5
Line 2848-2849

These lines seem to suggest that keys / keying material (including I'Vs as mentioned above) must
be “cryptographically protected” by a Cryptographic Module even within any version of volatile
memory.

Although the term “Cryptographic Protection” is not defined within the document (nor does it
seem to be defined by any other NIST standard as there’s no reference of the definition within
the glossary at https://csrc.nist.gov/glossary). “Cryptographic Protection” seems to suggest some
level of cryptographic operation (confidentiality protection, integrity protection, availability
protection) applied to a data (in this case the key/keying material). Cryptographic Protection does
not however seem to refer to any level of protection provided to a data (again in this case a
key/keying material) while it resides inside of the volatile memory inside the module boundary
of a cryptographic module (although this point can be argued based upon reading section 5.1 —
lines 2352-2355 and lines 2364-2367, although the term is still rather vague).

If this is the case, then following the rule suggested here, and a simple chain of logic:

1. IfT first start by thinking about a private static decapsulation key (which is required to
have confidentiality, integrity, and availability protection applied to it) which exists in
plaintext within the confines of a RAM module on a general purpose system:

a. This use case is not supported by this requirement as the storage of any key in
primary memory without cryptographic protection would be disallowed. So, the
key is protected with a KEK using AES in GCM mode. Now a level of
cryptographic protection has been applied.

b. Now I have a KEK (or a KWK), which itself again in RAM needs to be
cryptographically protected. So I encrypt (or wrap) this key and provide a level of
cryptographic protection.

c. In this case, it would be typical to assume that this 2™ level (root) KEK, or in
many instances the 1% level KEK would have been adequately protected within
the confines of an appropriate level of hardware cryptographic module (or, more
appropriately, an HSM). However, if I had initially had this 2" level KEK in an
HSM, then it too needs cryptographic protection.

d. Now in the confines of the HSM I have my 2™ level KEK, which itself is
cryptographically protected while at rest by the master key of the HSM.

e. This master key however has no level of cryptographic protection because it only
exists within the RAM of the HSM, and there is no key in which to protect this
key. This means that this Master Key does not meet a compliance requirement to
this statement. This additionally means that by the KEK chain, all other keys that


https://csrc.nist.gov/glossary

are within the confines of the HSM, and those that are protected outside of the
HSM by a key within the HSM have to be called into question as well.

f. In addition to the above issue detailed in step e, a question comes into play as to
how a key can be used at all if it must be protected within RAM. Every running
program must put data somewhere while the CPU (or ASIC) / OS does any level
of context switching. The most general case of this is putting the data inside of
RAM storage. In general CPU cache is inaccessible to non-microcode written
programs, which leaves the only available storage location for any plaintext key
to be within the CPU registers of the CPU. In general, a CPU is limited to very
few registers with very few bits of storage capability available. Limiting the size
of the plaintext key components that can be loaded into that storage.

Our Suggestion

Our suggestion is to include one or more of the four suggestions as follows in order to prevent
this level of discrepancy (as discussed in part e and part f):

1. Modify this statement to be clear as to whether it’s a “SHALL” or a “SHOULD”,
preferring “SHOULD”, as “SHALL” as written is infeasible.

2. Specify that this statement applies only to non-volatile RAM, (which generally is treated
as a hard disk as it is a form of secondary-memory).

3. Define “Cryptographic Protection” to include both: protection provided by a
cryptographic key, and a key within the confines of the RAM module / portion of RAM
dedicated to a cryptographic module.

a. Note that the distinction between the first and second RAM reference is that the
first RAM module is part of a physical system with a dedicated RAM module
inside a physical cryptographic module boundary (i.e. the RAM inside of an
HSM). The second is used in level 1 cryptographic modules running on a General
Purpose OS that relies on the OS to provide separation of memory between
running processes so that RAM that is accessible to one running process is
unavailable/ non-addressable to other processes on the same system.

4. Limit the applicability of this requirement to RAM within a virtual system, specifying
that this concept is generally referred to as “Confidential Compute” / TEE or is otherwise
generally provided in various hypervisor platforms by enabling a vIPM, which itself
prevents the memory of the VM from being read by the hypervisor.

a. Note: we do not advise this be included as a NIST requirement but if the language
remains as it is, this is effectively what is being required and we would
recommend making that clear and explicit so readers understand that this level of
control (and associated infrastructure implementation) would be required.

Line 2559-2560

Suggestion to change “No single individual can acquire access to all key shares” to “No single
individual can acquire access to more than one key share”. Although the difference is subtle, PCI
DSS v4.0.1 defines (in section 3.7.6) split knowledge as “each person know[ing] only their own
key component”. Although the NIST standards are not defined by PCI, changing the definition



will bring NIST SP 800-57 part 1 and PCI DSS in alignment with each other. This is also being
recommended as allowing a single individual access to more than one key share implies that the
security risk is acceptable in the general case, where in our opinion it should be generally
restricted.

2694-2695

The use of a FIPS 140-3 validated module is strongly recommended in general? Or it is
recommended over a FIPS 140-2 validated module. If it is in the General case, does this
statement contradict any of the protection requirements in lines 2645-2654?

2818 - 2830

It might be appropriate to specify that various discrete TPMs have been (previously) certified as
a level 2 or level 3 cryptographic module.

If possible, making an equivalency for firmware, virtual, and software TPMs to a level of
cryptographic module (likely level 1) would be helpful.

(2837) — It would be nice if there were some level of guidelines as the comparison to level of
CM.

2908

If enumerating external media, it may be worth mentioning Solid State Disks / NVMe in addition
to Hard Drives, as they both implement a general SATA/SAS interface, but the underlying
storage internal to the drive is different.

If also enumerating external media, it may be worth mentioning Tape drives. These are still used
in various technologies.

In addition, many questions come into play about self encrypting disks / encrypting thumb drives
(such as a Seagate SED, Kingston IronKey, or an Apricorn Aegis Secure Drive). Do the keys
inside of these storage devices have Cryptographic Protection required at rest? Because when the
drive is turned on and plugged into a general compute system, the internals of the drive are
presented as a logical file system wherein the data is encrypted as it’s written to the device /
decrypted on the fly before leaving the device. The key protection afforded to these keys would
essentially compare to a level 1 cryptographic module in practice therefore, as the keys inside
depend on the OS capabilities to protect the keys inside the files inside, even if there is an
internal CM that complies to a higher level of protection.

Minor comments

Section 4
Line 912 (footnote)

Minor grammatical suggestion: “These are not the shared...”



1515

Suggestion to say: “should be limited so that a compromise of the corresponding decapsulation
key does not...”

1561

(rows 24 and 26) — suggestion to align slightly more with the language above the table.
Something along the lines: “until the wrapped copies of the keys are no longer required.” As of
now, it could be read as: “until the keys that were wrapped (and subsequently unwrapped) under
this keypair are no longer required to exist.” Let’s make an assumption that we’re moving a key
between HSM1 and HSM2. If one wraps, and then exports, and then imports, and then unwraps
from HSM1 to HSM2, then one no longer needs the wrapped versions of the key that exists
outside of the HSM boundaries, and the wrapping / encapsulating keypair are no longer in a
“use” state, and can be deleted.

Section 5
2385-2388

Suggestion to add reference to 7.2.1 as keying information (i.e. esp IVs or nonces) can (and are)
often stored along with encrypted data. This would put the availability of this data not in a
“backup” or “archive” location but in an “Immediately accessible storage media” location.

Section 7
3643

Recommendation to change this “should” to a “shall”. The “Shall not” on line 3659 prevent the
use of the established keying material in any way until the three assurances are obtained, which
in an automated distribution system implies the lack of human intervention. As such, this
“should” effectively results in a “shall” as the keys cannot be used until the assurances are
obtained.

References
4730

Is it possible to update this reference (and it’s usages throughout the document) to align to the
document number? [X995] looks to reference X9.95, but it references X9.31.

Appendix F

6081
Slight modification of “NIST’s crypt agility project” to “NIST’s crypto agility project”

Thank you NIST for all considerations, especially around the protection of keying material in
RAM and the length of a cryptoperiod in relation to keys without a specified time period,

- BofA Global Information Security Cryptographic Security Architecture team (Ryan
Appel, Caitlin Lyons, David Celio).
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11.Comments from U.S. Department of Energy (Office of the Chief Information

Officer [OCIO]), 2/6/2026

Hello,

Sharing DOE OCIO’s comments on Recommendation for Key Management: Part 1 —
General, NIST SP 800-57 Part 1 Revision 6. See attached.

Thank you!
Respectfully,

Tasha Barnes

IM-1 Executive Secretariat, Communications Specialist
Contractor Supporting the Office of the Chief Information Officer
U.S. Department of Energy
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Implications of NIST SP 800-57 Part 1 Rev. 6 Initial Public
Draft (IPD) for the U.S. Department of Energy

Executive Summary

NIST SP 800-57 Part 1 Rev. 6 marks a structural shift in federal cryptographic guidance by
formally integrating post-quantum algorithms and removing fixed sunset timelines. For the
Department of Energy, whose operational technology and nuclear data systems often persist for
decades, this change introduces both urgency and complexity. Immediate adoption of hybrid
PQC protocols, procurement updates requiring verifiable implementations, and investment in
cryptographic agility are critical to mitigating “harvest-now, decrypt-later” threats.
Implementation risk, beyond the selection of algorithms, has become a key consideration,
especially within embedded energy infrastructure. Accordingly, active DOE involvement during
the public comment period is vital to ensure that standards effectively address practical
operational constraints.

Background

NIST’s SP 800-57 Part 1 Rev. 6 Initial Public Draft (Rev. 6 IPD) proposes major changes to
the cryptographic key management guidelines used across U.S. government and industry. The
draft incorporates the first wave of post-quantum cryptography (PQC) algorithms such as FIPS
203, 204, and 205 (ML-KEM, ML-DSA, and SLH-DSA, respectively). It also introduces the
Ascon lightweight cryptographic suite (SP 800-232).

It replaces algorithm-specific sunset dates with references to SP 800-131A and introduces a
separate discussion of key-establishment versus key-storage keys. The draft also reinforces the
deprecation of any scheme providing less than 112-bit security strength; 3TDEA is disallowed
for new protection (having effectively sunset for encryption at the end of 2023), and 2TDEA
(<80-bit) remains disallowed entirely. These changes signal a major shift that affects DOE’s
ability to protect long-lived assets such as SCADA/ICS, generation plants, and nuclear material
archives.

DOE systems often remain in service for decades. During a 2005 U.S. House hearing on SCADA
security, experts noted that SCADA systems are expensive to replace and typically have
lifetimes of 10-20 years. Consequently, many existing systems rely on decade-old technology
and operate over low-bandwidth links. These long lifetimes mean that DOE must plan
cryptographic transitions well before quantum computers can break classical algorithms, because
once PQC is deployed, it may be difficult to replace for decades.

The "Quantum Divide": Long-Lived Assets vs. Accelerating Cryptographic
Change

e« PQC inclusion and security categories: Rev. 6 recognizes that the world is entering a
"quantum divide": classical algorithms will eventually become insecure, while PQC
algorithms must be deployed today to protect information that must remain confidential



for decades. The draft introduces security categories for PQC algorithms based on
NIST’s Post-Quantum Cryptography competition.

o Category 1 (=128-bit security strength): ML-KEM-512 (KEM) and SLH-DSA-
128 (signatures)

o Category 2 (=128-bit): ML-DSA-44 (signatures)

o Category 3 (=192-bit security strength): ML-KEM-768 (KEM) and ML-DSA-
65 (signatures)

o Category 5 (=256-bit security strength): ML-KEM-1024 (KEM) and ML-DSA-
87 (signatures)

o Deprecation of weaker cryptography: Rev. 6 explicitly disallows algorithms providing
less than 112-bit security strength for applying protection. Schemes like 3TDEA are now
disallowed for applying new cryptographic protection; they may only be used for
processing previously protected information (decrypt-only). SHA-1 and other algorithms
offering only 80 bits of security are deprecated or disallowed depending on usage. Long-
lived energy assets that still rely on 80- or 112-bit protections must be modernized.

e No fixed sunset dates: Rev. 6 no longer sets algorithm end-of-life dates directly, instead
referring to SP 800-131A. This guideline generally disallows cryptographic schemes with
less than 112-bit security strength. Furthermore, future revisions to SP 800-131A may
further deprecate 112-bit security strength, potentially around 2030, although no firm
deadline is currently stated in Rev. 6. Without fixed dates in the core document, DOE
must perform its own risk assessments and schedule transitions in line with NIST’s
updated guidance. The absence of hard deadlines places the burden on DOE leadership to
assess the quantum-resistance requirements for each system actively.

o Separate discussion of key-establishment vs. key-storage keys: Rev. 6 distinguishes
between keys used for key establishment (Diffie-Hellman, ML-KEM) and keys used for
key storage or digital signatures. This separation matters for PQC because key
establishment and signature algorithms may have different performance profiles. DOE
must ensure that long-term storage keys used for sensitive data (which must remain
confidential for 75 years or more) use appropriate PQC algorithms and key sizes (such as
Category 5), while operational key-establishment protocols in SCADA networks balance
security with bandwidth constraints.

Impact on Long-Lived Energy Assets

Given the integration of PQC, deprecation of legacy algorithms, and absence of fixed
implementation timelines, it is necessary for DOE to begin transitioning to PQC-ready
architectures. Long-lived SCADA/ICS devices installed today may remain operational by the
time quantum computers become viable. Deploying only classical public-key cryptography (such
as RSA-2048 or ECDSA-256) on these systems could allow future quantum adversaries to



decrypt data and commands retroactively ("harvest now, decrypt later"). Furthermore, upgrading
embedded devices with PQC after installation may not be feasible. Consequently, DOE should
implement hybrid key-establishment protocols (classical combined with ML-KEM) and hybrid
digital signatures (ECDSA paired with ML-DSA) in all new deployments.

Modernization Burden: Operational Impacts

1. Hardware and firmware upgrades: In OT, message size, fragmentation, and protocol
overhead are often prioritized over CPU performance. Many SCADA and sensor devices
use low-power microcontrollers and rely on low-bandwidth connections. PQC typically
requires larger key and signature sizes compared to traditional algorithms; for example,
ML-KEM-768 ciphertexts are approximately 1.1 kB and public keys are ~1.2 kB, and
private keys are typically ~2—-3 kB, depending on the parameter set.

For example:

e ML-KEM-512 public key = 800 bytes
e ML-KEM-768 public key =~ 1,184 bytes
e ML-KEM-1024 public key = 1,568 bytes

2. Key management complexity: Separate policies are needed for key-establishment (ML-
KEM) and key-storage (ML-DSA/SLH-DSA). DOE must manage two key life cycles:
session keys from KEMs and long-term private keys in secure storage. Per SP 800-57,
long-term keys' durations should match data sensitivity; Category 5 ML-KEM and ML-
DSA should be used for data requiring confidentiality over 50 years.

3. Revocation and rollover: PQC algorithms may undergo revisions as cryptanalysis
evolves. Rev. 6’s reliance on SP 800-131A means DOE should implement a flexible PKI
that can revoke PQC certificates and roll to new parameter sets without replacing
hardware. This may require remote firmware update mechanisms for field devices and
robust supply-chain controls.

4. Training and operational procedures: Field engineers and operators will require
training on hybrid protocols and on the differences between classical and post-quantum
keys. Incident response plans must include the possibility of PQC algorithm breaks and
should emphasize defense-in-depth, including physical security and network
segmentation.

Infrastructure Risk: Vulnerabilities in PQC Implementations

Although PQC algorithms are believed secure against quantum adversaries, implementation
errors can undermine their security. A recent preprint (ePrint 2025/450) highlights that faulty
implementations of KEMs may skip the re-encryption check in the Fujisaki-Okamoto (FO)
transform, a critical step in decapsulation. Because the FO check is not required for basic



functionality (decryption still "works"), compilers or engineers may remove it or fail to
implement it.

The preprint demonstrates this risk by noting that the HQC reference implementation omitted
this check for nearly two years, leaving users vulnerable to key-recovery attacks. The authors
warn that ML-KEM implementations face the same risk. They propose a modified FO transform
that embeds a confirmation code into the key derivation; this code ties the re-encryption check to
functionality so that missing the check causes decapsulation to fail. The overhead is minimal,
and the method applies to ML-KEM and other PQC KEMs. PQC Forum discussions emphasize
that skipping the FO step is an “implementation bug” that attackers could exploit and that
confirmation codes are a simple mitigation.

For DOE, this research highlights a new class of supply-chain and implementation risks:

e Faulty PQC libraries used in embedded devices (such as in Remote Terminal Units)
could expose long-lived energy systems to key-recovery or message-forgery attacks.

o Verification challenges: Because the FO check does not affect functionality, typical
testing may not catch its absence. Without verifiable decapsulation, DOE may deploy
vulnerable implementations unknowingly.

o Necessity of conformance testing: DOE’s procurement and certification processes must
require NIST-approved verifiable decapsulation or equivalent mitigations. Vendors
should provide proof (ideally via formal verification or continuous integration tests) that
the re-encryption check is present and functioning.

Rev. 6 does not currently address these implementation risks. DOE should therefore treat PQC
adoption not only as a cryptographic upgrade but as an engineering discipline requiring rigorous
code reviews, vendor validation, and perhaps quantum-resilient monitors to detect anomalies in
key exchange.

Discussion: Ascon’s Role in Constrained Sensors

SP 800-232 standardizes Ascon algorithms such as Ascon-AEAD128, Ascon-Hash256, Ascon-
XOF128, and Ascon-CXOF128. The standard notes that Ascon is designed for resource-
constrained devices and delivers robust security with minimal overhead. Many DOE applications
involve lightweight sensors in remote locations (pipeline pressure sensors, radiation monitors,
and wind-farm controllers). Ascon’s small footprint makes it a suitable alternative to AES-GCM
in devices where implementing AES is costly or where power consumption is critical. Notably,
Ascon-XOF128 and Ascon-CXOF128 offer pre-image security of 128 bits when outputs are
>128 bits and collision resistance with >256-bit outputs, making them strong choices for hash-
based random number generators in lightweight devices.

However, DOE must ensure that using Ascon in combination with PQC keys does not
inadvertently create interoperability issues. Because many commercial cryptographic modules
are built around AES, integration with Ascon may require vendor support. Ascon should be used



primarily for lightweight authenticated encryption and hashing in sensors; for key exchange and
signatures, ML-KEM and ML-DSA remain the recommended choices.

Recommendations for DOE Leadership

1.

Begin using hybrid PQC protocols immediately: For all new DOE SCADA/ICS systems,
it is recommended to implement hybrid key establishment (combining classical methods
with ML-KEM) and hybrid signatures (like ECDSA plus ML-DSA or SLH-DSA). This
strategy keeps current system compatibility and enhances quantum resistance. Choose
parameter sets based on how long your system will operate: use Category 1 or Category 2
for sensors and short-lived systems, and Category 3 or 5 for sensitive data and other long-
lived systems.

Update procurement specifications: Contract language for grid components and IoT
sensors should require compliance with SP 800-57 Rev. 6 and FIPS 203-205. Vendors
must support verifiable decapsulation in ML-KEM implementations and provide
evidence that the re-encryption check is present.

. Invest in cryptographic agility: DOE should develop or procure cryptographic modules

that support multiple PQC algorithms and parameter sets with remote update capability.
This agility will allow DOE to respond quickly to new cryptanalysis without physically
replacing equipment.

Educate the workforce: Provide training on PQC concepts, hybrid protocols, and the
importance of implementing security checks correctly. Security engineers must
understand the difference between key-establishment and key-storage keys and the
operational impacts of large key sizes.

Conduct risk assessments: Evaluate the sensitivity and required confidentiality period
of data in each system. Systems controlling sensitive data or long-lived assets should use
Category 5 PQC algorithms. Less sensitive or shorter-lived sensors may use Category 1
to reduce overhead.

Engage with NIST and the PQC community: Provide feedback to NIST during the
public comment period to ensure that the final standard addresses implementation pitfalls
and offer guidance on Ascon integration and algorithm transitions.

Technical Comments to NIST on SP 800-57 Rev. 6

Comment 1 — Mandate verifiable decapsulation for ML-KEM

Issue: Rev. 6 introduces FIPS 203 (ML-KEM) but does not address the risk of faulty
implementations that skip the critical re-encryption check in the Fujisaki—Okamoto (FO)
transform. An IACR preprint (ePrint 2025/450), Verifiable Decapsulation: Recognizing



Faulty Implementations of Post-Quantum KEMSs, shows this omission has occurred in
practice; the HQC reference implementation omitted the check for nearly two years.
Without the FO check, adversaries can perform key-recovery attacks. Because the check
is not needed for functionality, typical testing may not detect its absence, making it an
acute supply-chain risk for critical infrastructure.
Recommendation: Rev. 6 should explicitly recommend (or mandate for high-impact
systems) verifiable decapsulation for ML-KEM implementations. This could be achieved
by:

o Requiring implementers to include the FO re-encryption check and embedding a

confirmation code in the KEM’s key derivation, as suggested in the IACR paper.

o Including a note in SP 800-57 (or FIPS 203) that DOE and other agencies should
test for the presence of the FO check during validation. This could be enforced via
FIPS 140-3 conformance testing.

Comment 2 — Provide clearer guidance on transitioning from RSA/ECDSA to ML-
DSA/SLH-DSA algorithms

Problem: With Rev. 6, support ends for algorithms providing less than 112-bit security
strength, and the draft introduces post-quantum cryptographic signature schemes, namely
ML-DSA and SLH-DSA. However, the draft does not provide operational guidance on
transitioning from RSA/ECDSA to PQC signatures in low-bandwidth environments.
Many DOE SCADA/ICS links operate at modem speeds, and PQC signatures are
significantly larger than ECDSA.

Recommendation: NIST should include a transition appendix that:

o Compare signature and public key sizes for ECDSA-256, RSA-2048, ML-DSA
parameter sets (44, 65, 87), and SLH-DSA parameter sets.

o Suggests using hybrid signatures (ECDSA combined with ML-DSA) during a
specific transition phase. For instance, pairing ECDSA-256 with ML-DSA-44
offers both classical and post-quantum security (approximately Category 2
security strength) while keeping the added overhead minimal compared to higher
categories.

o Provides best-practice key rollover procedures for switching from RSA/ECDSA
certificates to ML-DSA certificates in PKI infrastructures.

Comment 3 — Guidance on Ascon adoption in resource-constrained devices

Issue: Rev. 6 mentions the inclusion of Ascon from SP 800-232 but does not provide
guidance on when to use Ascon versus AES-GCM. DOE’s sensors and IoT devices may
not support AES efficiently.



e Recommendation: Include a usage note in SP 800-57 specifying that Ascon-AEAD128
and Ascon-XOF128/CXOF128 are recommended for resource-constrained devices where
AES-GCM is impractical. Provide recommended key and nonce lengths and highlight
compatibility considerations with PQC algorithms.

Comment 4 — Expand discussion of key-establishment vs. key-storage keys

o Issue: Rev. 6 introduces a separate discussion of key-establishment and key-storage keys
but does not elaborate on policies such as maximum key lifetimes, storage requirements,
and renewal intervals for PQC keys.

o Recommendation: Elaborate on the distinction between key types. For example:

o Suggest that session keys derived via ML-KEM should be destroyed after use,
whereas long-term signature keys may remain valid for decades but must use
higher security categories (e.g., Category 5) when protecting data with long
confidentiality requirements.

o Provide guidance on HSM storage for ML-DSA private keys and on the necessity
of quantum-resistant random number generators (e.g., Ascon-XOF128 or
SHAKE?256).

Comment 5 — Address supply-chain and conformance testing

o Issue: The draft does not discuss the implementation and supply-chain risks highlighted
by the IACR paper (2025/450). Without clear direction, agencies may adopt PQC
libraries that have latent bugs, as occurred in the HQC reference implementation.

e Recommendation: Include a section encouraging agencies to:
o Require FIPS 140-3 validation for PQC implementations and, where possible,
formal verification or continuous integration tests that specifically check for the
presence of re-encryption checks.

o Establish supply-chain assurance requirements for PQC modules.

o Participate in PQC implementation vulnerability reporting mechanisms (like the
NIST PQC Forum) to share discovered issues.

Concluding Note

The cryptographic landscape is undergoing its most significant shift since the adoption of
elliptic-curve cryptography. NIST SP 800-57 Rev. 6 is a pivotal document for guiding this
transition. DOE’s unique mission in protecting the nation’s energy infrastructure and long-lived
nuclear data makes it imperative to adopt PQC proactively while demanding strong
implementation standards. By providing clear guidance on verifiable decapsulation, algorithm
transitions, lightweight encryption, and key management, NIST can help agencies like DOE
navigate the quantum divide and safeguard the U.S. energy sector for decades to come.
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